
“NEURAL NETWORKS: ZERO TO HERO”: A MATHEMATICIAN’S COMPANION
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Abstract. We summarize the mathematical content contained in Andrej Karpathy’s video lecture series
Neural Networks: Zero to Hero, emphasizing the journey of developing these neural networks (as opposed

to merely the end result). We assume a basic understanding of partial derivatives, linear algebra, and
probability. [incomplete draft]

each section corresponds to a single lecture. colored material is to-be-written/finalized, and can be ignored.

Contents

1. An Introduction to Neural Networks: Backpropagation, Multilayer Perceptrons, and Gradient
Descent 2

1.0. Overview 2
1.1. Backpropagation 2
1.2. Multilayer Perceptrons 3
1.3. Training a Neural Network via Gradient Descent 5
1.4. Hyperparameters 7
2. Bigram Models: Combinatorial and Trained 8
2.0. Overview 8
2.1. The Combinatorial Bigram Model 8
2.2. The Trained Bigram Model 11
3. Fundamental Principles of Machine Learning: Embeddings, n-Gram Models, Overfitting/Underfitting,

Stochastic Gradient Descent, and Hyperparameter Tuning 14
3.0. Overview 14
3.1. Embeddings 14
3.2. The Quadgram Model 15
3.3. Overfitting 15
3.4. Stochastic Gradient Descent 16
3.5. Learning Rate Tuning 17
3.6. Test Loss 18
3.7. More Hyperparameter Tuning 19
3.8. Final Training and Challenge 20
4. Initialization Optimization, Batch Normalization, and Diagnostics 20
4.0. Overview 20
4.1. Initialization Optimization 20
4.2. Batch Normalization 25
4.3. Diagnostics 29

Date: April 9, 2024.

1

https://karpathy.ai/zero-to-hero.html


2 AARON MAZEL-GEE

1. An Introduction to Neural Networks: Backpropagation, Multilayer Perceptrons, and
Gradient Descent

1.0. Overview. In this section, we introduce neural networks. A neural network is a particular sort of
function, whose behavior is controlled by the values of its parameters, just as e.g. the behavior of the
function f(x) := ax2 + bx+ c is controlled by its parameter values a, b, c ∈ R.1

Of course, in order for our neural network to be useful, it is essential that we find “good” values for the
parameters. The process of doing so is referred to as training (or optimizing) the neural network.

The most mathematically sophisticated step in the training process amounts to the computation of certain
partial derivatives. This computation is accomplished through a repeated application of the chain rule, which
in the context of neural networks is implemented through an algorithm called backpropagation.

We begin in §1.1 with a prelude on backpropagation. We then discuss a particularly simply sort of neural
network in §1.2, and in §1.3 we explain how to train such neural networks with a concrete example. We
conclude in §1.4 by briefly discussing the notion of hyperparameters.

1.1. Backpropagation. Consider the function

w(x, y, z) :=

(
x+

x+ y

y · z

)2

,

which assigns a real number to each point (x, y, z) ∈ R3 satisfying the inequality y ·z 6= 0. We can decompose
this function as an iterated composite of functions according to the directed graph shown in Figure 1, which
we refer to as a computational graph for the function. Given fixed input values for the variables x, y, and

x

a := x+ y d := x+ c = x+ x+y
y·z

y c := a
b = x+y

y·z w := d2 =
(
x+ x+y

y·z

)2
b := y · z

z

Figure 1. We decompose the function w(x, y, z) as an iterated composition of functions, as depicted.

z, a forward pass (with respect to this choice of computational graph) is the calculation of w = w(x, y, z)
via the calculation of the intermediate variables a, b, c, and d. For example, if our input values are x = 10,
y = 2, and z = 3, then a forward pass consists of computing that a = 12, b = 6, c = 2, d = 14, and w = 196.

Now, let us compute the partial derivative dw
dx directly using the chain rule:

dw

dx
=

dw

dd
·
(

dd

dx
+

dd

dc
·
(

dc

da
· da

dx
+

dc

db
· db

dy

))
= 2d ·

(
1 + 1 ·

(
1

b
· 1 +

−a
b2
· 0
))

= 2d ·
(

1 +
1

b

)
.

Just as we factorized the computation of w using a forward pass, we can likewise factorize the compu-
tation of dw

dx using a backward pass: the computation of all partial derivatives dw
dt for the variables

t ∈ {x, y, z, a, b, c, d, w} – that is, the nodes of the computational graph – in such an order that if a variable

1In full generality, the (not completely precise) term “neural network” may be used to refer to any function whose definition

involves “neurons” and connections between them (as in §1.2).
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u depends on a variable t (which (as in Figure 1) we denote by t  u) then we compute dw
du before com-

puting dw
dt .2 In general, if {ui}i is the set of variables that directly depend on a variable t, then we have

dw
dt =

∑
i

dw
dui
· duidt . This formula explains the alternative term backpropagation : the values of the partial

derivatives dw
dui

propagate backward through the computational graph, all contributing to the value of the

partial derivative dw
dt .

In our example, we perform a backward pass by computing (again using the chain rule):

dw

dw
= 1 ,

dw

dd
= 2d ,

dw

dc
=

dw

dd
· dd

dc
= 2d · 1 = 2d ,

dw

da
=

dw

dc
· dc

da
= 2d · 1

b
=

2d

b
, and finally

dw

dx
=

dw

dd
· dd

dx
+

dw

da
· da

dx
= 2d · 1 +

2d

b
· 1 = 2d ·

(
1 +

1

b

)
.

Again, this is nothing but a decomposition of the above direct computation of dw
dx . However, it is compu-

tationally advantageous if we intend to compute all three of the partial derivatives dw
dx , dw

dy , and dw
dz : for

instance, dw
da is also implicitly computed in the computation of dw

dy , and so it is more efficient to compute dw
da

just a single time. And indeed, for training neural networks we will want to efficiently compute the partial
derivatives dw

dt for many independent variables t which share many intermediate variables that depend on
them.

1.2. Multilayer Perceptrons. We now work up to defining multilayer perceptrons, or MLPs for short.
In general, a neural network is just a particular sort of function, and an MLP is a neural network with
a particularly simple architecture; one is illustrated via a computational graph in Figure 2. The neural
networks that we will actually study (after that of §1.3) will be iterative generalizations of MLPs (see e.g.
Footnote 36).

First of all, a neuron with n inputs is a function Rn N−→ R of the form N(x1, . . . , xn) := f((
∑
i xiwi) + b)

for some scalars wi, b ∈ R and some function R f−→ R. We refer to the wi as the weights and to b as the bias
of the neuron; collectively these are called its parameters, and there are n+ 1 of them. We refer to f as its
activation function (or alternatively its “nonlinearity function”); this is generally taken to be nonlinear
(except possibly at the last layer, depending on the desired output of the MLP),3 and for the moment we

will always just take this to be the function f(t) := tanh(t) = et−e−t
et+e−t illustrated in [temp figure – illustrate

a handful of activation functions here, for future reference]4

2Said differently, we can compute the partial derivatives dw
dt

as we let t run reversely through a topological ordering of the

computational graph. (A topological ordering of a directed graph is a linear ordering of its vertices such that if there exists

an edge v1  v2 then v1 precedes v2; such an ordering exists if and only if the graph is directedly acyclic.) For example, one

topological ordering (of many) of the computational graph depicted in Figure 1 is y < z < b < x < a < c < d < w. (Similarly,
a forward pass must run (forward) through a topological ordering.)

3Indeed, if f is an affine function (i.e. the sum of a linear function and a constant function) then the neuron itself is an affine
function, so that f can be absorbed into the weights and bias (i.e. it can be taken to be the identity function f(t) := t). Affine

functions are closed under composition, so that e.g. an MLP whose neurons are all affine is itself affine (and hence practically

useless in the context of machine learning).
4here, add a figure with a graph of tanh. describe it (it’s a smooth and increasing diffeomorphism R → (−1, 1)). also

mention (and graph) ReLU here, as another common choice. (this appears e.g. in §4.1.3.) this is activation-functions.png

(a screenshot): use this for now, make my own later. say also: “We just use tanh (at least for now...?); we will discuss different

possible choices of activation functions (and their relative merits?) in [ref later].”
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Figure 2. This diagram depicts a computational graph for a multilayer perceptron, which

in this case is a function R3 P−→ R2: its inputs are the xi and its outputs are the yi. The
nodes Ni,j are its neurons, which are scalar functions with the indicated inputs. It has three
layers Li = {Ni,j}j ; the layers L1 and L2 are called hidden layers, while the layer L3 is
called its output layer.

Next, a layer is a function Rn L−→ Rk defined by a set of k neurons N1, . . . , Nk that each have n inputs,
namely L(x1, . . . , xn) := (N1(x1, . . . , xn), . . . , Nk(x1, . . . , xn)). One may refer to k as the number of outputs
of the layer. Although it is of course not strictly necessary, one generally assigns the same activation function
to all neurons of a layer. We note for future reference that such a layer L has (n+ 1) · k parameters.5

Finally, a multilayer perceptron is a function Rn P−→ Rm defined by a set of composable layers
L1, . . . , Lj+1 where L1 has n inputs and Lj+1 has m outputs, namely P (x1, . . . , xn) := Lj◦· · ·◦L1(x1, . . . , xn).
Of course, for the layers to be composable means that the number of outputs of Li equals the number of
inputs of Li+1 for all 1 ≤ i ≤ j. The layers L1, . . . , Lj are the hidden layers of the MLP. So altogether,
the shape of P is specified by the number n of inputs and the sizes k1, . . . , kj+1 of the layers; for instance,
the MLP illustrated in Figure 2 has n = 3, k1 = 5, k2 = 4, and k3 = 2 (with j = 2). Together, the shape
of the MLP along with the choices of activation functions for its neurons are collectively referred to as its
architecture. Thus, in order to completely specify P given its architecture, what remains is to specify the
values of its parameters (i.e. those of its neurons).

We pause to condense our notation using linear algebra. Let us simply write ~x := (x1, . . . , xn) and

~w := (w1, . . . , wn). Then, the above neuron Rn N−→ R can be written as N(~x) = f(~x~wT + b).6 Thereafter,

suppose that a layer Rn L−→ Rk consists of neurons N1, . . . , Nk with common activation function f , and that

5eventually, we’ll use the term “layer” more loosely. for instance, we’ll split up such a layer into an affine layer and a tanh

layer, and intersperse a batchnorm layer between them.
6fix a notation for transpose, and use it here. maybe also replace all instances of dot product using it, too.
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each Ni is specified by the vector ~wi of weights and the bias bi. Then, writing W := (~wT1 , . . . , ~w
T
k ) for the

n-by-k matrix whose columns are the vectors ~wTi and writing ~b := (b1, . . . , bn), this layer can be written as

L(~x) = f(~xW +~b) (where we apply f componentwise).7

1.3. Training a Neural Network via Gradient Descent.

1.3.0. Overview. We now discuss the process of training an MLP, which will apply essentially without change
to the process of training more general neural networks. As a concrete example, we consider a three-layer
MLP

P : R3 L1−−→ R4 L2−−→ R4 L3−−→ R1

in which all hidden neurons have activation function tanh and the output layer is linear: said differently, we
have

P (~x) := tanh(tanh(~xW1 +~b1)W2 +~b2)W3 +~b3

for some matrices Wi and vectors ~bi (where we implicitly apply tanh coordinatewise8).9 Given this fixed
architecture, there are (3 + 1) · 4 + (4 + 1) · 4 + (4 + 1) · 1 = 41 parameters that must be specified in order to
specify P . In other words, writing Params for this 41-element set, each such MLP is uniquely specified by a
point in the space ParamVals := RParams ∼= R41 of functions from the set of parameters to the space of real
numbers.10

We initialize these 41 parameter values as random numbers sampled from the uniform distribution
U(−1, 1).11 From here, we will train the MLP, meaning that we will iteratively update – or tune – these
values: in other words, we will vary P by varying its corresponding point in ParamVals.12 We will do so using
the 4-element set of training data illustrated in Figure 3 (left),13 with the goal of making its predictions

~ypredi := P (~xi) closely approximate the respective ground truth values ~ygti .

~xi ~ygti ~ypredi , 0 epochs ~ypredi , 20 epochs ~ypredi , 80 epochs

(2.0, 3.0,−1.0) 1.0 −0.2940 0.8794 0.9559
(3.0,−1.0, 0.5) −1.0 0.0535 −0.9324 −0.9705
(0.5, 1.0, 1.0) −1.0 −0.0850 −0.8303 −0.9410

(1.0, 1.0,−1.0) 1.0 −0.1067 0.8429 0.9374

Figure 3. The table on the left displays the training data for our MLP R3 P−→ R1, which
consists of four input vectors ~xi ∈ R3 along with their corresponding ground truth values
~ygti ∈ R1 – the desired output vectors of P . The table on the right displays the respective

predictions ~ypredi ∈ R1 after training the MLP with learning rate 0.05 for 0, 20, and 80
epochs; the respective values of the loss function ` are 4.8463, 0.0726, and 0.0102.

7or say this once and for all in intro, perhaps when mentioning tensors (and our general avoidance of them).
8or say this once and for all in the intro, perhaps when mentioning tensors (and our general avoidance of them).
9For now, we remain in a purely mathematical realm: the inputs and outputs of P have no specific meaning. We will see

our first “meaningful” neural network (and the process of training it) in §2.
10Beware that it is common not to distinguish between the parameters (which here form a 41-element set) and their values

(each of which is a real number) that collectively determine the MLP: that is, it is common to refer to a parameter value simply

as a parameter. The notation ParamVals emphasizes that this is the space of parameter values, but in order to avoid awkward
language we henceforth often elide this distinction as well.

11Such (pseudo)random numbers can be generated using a “random seed”, which completely determines them and thus
allows for reproducibility (e.g. of the results in [these videos]). However, beware that the effect of a given random seed can vary

e.g. across different versions of Python. [probably move this to intro.]
12In particular, beware of the potentially confusing terminology: when one speaks of training an MLP, one is in fact moving

through a space of MLPs. (More elaborately, one could write e.g. P0, P1, P2, . . . for the sequence of MLPs generated during

the training process, each of which (after the randomly chosen P0) is obtained from the previous by a single update of the
parameter values.)

13Here and henceforth we may refer to a “set” of data (or to a “dataset”), but beware that this need not literally be a set
since it may contain repetitions. Rather, a dataset may be thought of as a list of datapoints, or alternatively as a multiset (to

avoid any semblance of an ordering). We may also use the term “list” if we wish to emphasize the possibility of repetitions.
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1.3.1. Gradient Descent. Of course, we must first quantify the notion of “closeness” between a set {~ypredi }i
of predictions (resulting from specific values of the parameters) and the set {~ygti }i of ground truth values.

For this, we define the loss for this set of predictions to be ` :=
∑
i |~y

pred
i − ~ygti |2; note that this is always

nonnegative, and is zero precisely when we have equalities ~ypredi = ~ygti for all i.14 Allowing the parameters

to vary, we may consider this as defining a loss function ParamVals
`−→ R (inasmuch as the predictions ~ypredi

depend on the parameter values). Our goal, then, is to find the parameter values that minimize the value of
`.

Recall that if a smooth function Rn f−→ R has a minimum at some point ~x ∈ Rn, then it must be the case
that its corresponding gradient vector ∇f(~x) := ( df

dxi
(~x))1≤i≤n (whose ith entry is the partial derivative

df
dxi

evaluated at ~x) must be zero.15 This leads to the standard method of minimization that one is taught in

multivariable calculus class, which begins by first finding all local minima by solving the equation ∇f(~x) = ~0
(with respect to the variable ~x ∈ Rn). However, this method is not feasible if the function f is even

moderately complicated, as is certainly the case with our loss function R41 ∼= ParamVals
`−→ R.

An alternative approach is the method of gradient descent . Starting at some point ~x ∈ Rn, the gradient
vector ∇f(~x) points in the direction in which f increases most rapidly;16 likewise, its negative −∇f(~x) points
in the direction in which f decreases most rapidly. Thus, if we wish to decrease the value of f , we can simply
move from ~x in the direction of the negative gradient vector −∇f(~x). Note that this does not require the
solution of any complicated equations, but rather merely the computation of the partial derivatives of f at
~x.

And indeed, training our MLP amounts to performing gradient descent for the corresponding point ~θ ∈
ParamVals ∼= R41 (which encodes the parameters’ current values) with respect to the loss function `. This is
implemented by repeatedly performing the following three-step procedure.

(1) A forward pass amounts to computing the loss ` (and in particular the predictions ~ypredi ), based

on the current value of ~θ ∈ ParamVals.
(2) A backward pass amounts to computing the partial derivative values d`

dp (~θ) with respect to the

parameters p ∈ Params via backpropagation.17,18

14This loss is (up to a factor of 1
4

) called the mean squared error of the predictions. Of course, we could instead reasonably

take our loss to be the sum
∑
i |~y

pred
i − ~ygti |. Note too that we have made the choice to weight all of these squared error terms

equally. More generally, we could reasonably take our loss to be the sum
∑
i ci · |~y

pred
i − ~ygti |

ei for any positive coefficients ci
and exponents ei.

15Indeed, if some partial derivative df
dxi

(~x) is nonzero, then slightly changing the ith coordinate of ~x can yield a lower value

of f . (If df
dxi

(~x) is positive (resp. negative) then this is achieved by slightly lowering (resp. raising) the ith coordinate of ~x.)
16More precisely, assuming the gradient vector is nonzero, it points in the direction in which the infinitesimal rate of change

(i.e. the directional derivative) of f is largest, and its magnitude is precisely that largest rate.
17Note that this backpropagation proceeds through the computational graph of `, considering the parameters Params as

independent variables and with each neuron contributing one dependent variable for each datapoint – in stark contrast with

the computational graph of the MLP itself. For a very simple example, consider a two-layer MLP R N1−−→ R N2−−→ R defined by

neurons Ni(x) := fi(xwi + bi). This MLP is naturally described by the computational graph x N1  y := N2. Suppose that

we have two datapoints (x1, y
gt
1 ) and (x2, y

gt
2 ) in our dataset, and that we take our loss function to be ` :=

∑
i |y

pred
i − ygti |

2.

Then, our loss function R4 ∼= ParamVals
`−→ R is naturally described by the computational graph

w1 N1(x1)

b1 ypred1 := N2(x1)

w2 `

b2 ypred2 := N2(x2)

N1(x2)

.

18A computational convenience of using tanh as an activation function is the fact that d
dt

tanh(t) = 1−tanh2(t). [or probably
actually emphasize that this is built in to our “backprop engine”. Python does not secretly know how to do calculus; rather,

it can compute partial derivatives based on the backpropagation algorithm.]
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(3) An update step amounts to changing the value of ~θ ∈ ParamVals according to the prescription

∆~θ = −r · ∇`(~θ), where r is some specified learning rate .

Each run-through of this procedure is called an epoch . Arbitrarily choosing our learning rate to be r = 0.05,
we obtain predictions from the MLP after 0, 20, and 80 epochs as illustrated in Figure 3 (right).

1.3.2. Learning Rates. Determining an appropriate learning rate r is an important and subtle problem, which
we will address more systematically in §3.5 [or also again later?]. Nevertheless, we can already illustrate its
importance and subtlety.

For this, it can be instructive to envision the process of gradient descent for a function R2 f−→ R. We
can think of R2 as a map of some mountainous terrain, with f describing the altitude at each point of the
terrain; the surface Γ := {(~x, f(~x))} ⊂ R2 × R ∼= R3 (i.e. the graph of f) plays the role of the terrain itself.
The negative gradient vector ~v := −∇f(~x) in R2 points in the direction of steepest descent along Γ from the
point p := (~x, f(~x)). In these terms, the learning rate determines the sizes of our steps as we walk around
on this mountainous terrain Γ.

Now, if our learning rate is too large, we may end up moving back uphill as we step away from p: if the
terrain Γ is complicated, then ~v may only point downhill in a relatively small neighborhood around p.19 On
the other hand, if our learning rate is too small, then it may take us a very long time to move downhill.
That is, it may take us a great many steps to move downhill, and correspondingly it may take us a great
deal of time and computational effort (since the forward and backward passes can be quite computationally
intensive).

Moreover, a learning rate that is too small may cause us to become caught in a small dip in the terrain:
a small mountain lake. A larger learning rate makes it more likely that we will step past such a dip, or
alternatively that if we do happen to land in it we will nevertheless step out of it (since it is unlikely
that we will land exactly at the local minimum that it contains (where the gradient is zero)). Another
way of mitigating the risk posed by mountain lakes is to instead “perturb” our steps according to some
small randomly chosen vector (which changes with each step). Yet another way of introducing some helpful
randomness into the process is to perform stochastic gradient descent, as described in §3.4.

This discussion illustrates the issue that gradient descent is by no means guaranteed to find a global
minimum. Indeed, a priori one may be worried that it is difficult to avoid becoming trapped in a sufficiently
wide mountain lake, and never discovering the lower values of f that may lie outside of its bounds. However,
this unfortunate circumstance tends to become less and less likely as the number of parameters grows, first
and foremost because a local minimum can only occur at ~x if the partial derivatives df

dxi
(~x) are zero for all

parameters xi, and it is reasonable to hope that these values are not too closely correlated. And thereafter,
even if df

dxi
(~x) = 0 for all parameters xi, local minimality is obstructed e.g. by the existence of a single

parameter xi for which d2f
dx2
i
(~x) < 0.

1.4. Hyperparameters. Constructing a neural network involves a plethora of design choices. Among these
choices, the numerical ones are collectively referred to as hyperparameters. We have already seen some
hyperparameters: the number of layers in an MLP, the number of neurons in a layer, and the learning rate.
In particular, note that hyperparameters can play a role in both the architecture of a neural network and in
its training process. One’s choices of hyperparameters can bear greatly on the ultimate effectiveness of the
neural network, as well as on the amount of time and computing power needed to train it.

Recall that the training process for a neural network involves tuning its parameters: changing them bit
by bit, and keeping track of how these changes affect the neural network’s performance (as measured by the
loss function). Analogously but one layer more abstractly, one may perform hyperparameter tuning in
order to optimize the hyperparameters (relative to one’s various and potentially competing goals): changing
the hyperparameters bit by bit, and keeping track of how these changes affect the neural network’s training
process and ultimate effectiveness. This will be a recurring topic of discussion for us.20

19Said differently, stepping in the direction of ~v with the hope of reducing the value of f involves the implicit assumption

that f is well-approximated by its closest linear approximation at ~x: the function whose graph is the plane that is tangent to
Γ at p. (Concretely, this is given by the formula Lf,~x(~t) := ∇f(~x) • (~t − ~x) + f(~x).) However, in general this is only a good

approximation to f in a small neighborhood around ~x. (The size of this neighborhood (tautologically) depends on the extent
to which f deviates from being linear near ~x, which is in turn measured by its various second partial derivatives at ~x.)

20specific refs, or is this just for ever and always?
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2. Bigram Models: Combinatorial and Trained

2.0. Overview. In this section, we discuss a very simple neural network which is intended to help generate
new names. We will build it based upon a dataset of 32,033 names, which begins as follows: emma, olivia,
ava, isabella, sophia.21

An extremely simple method of generating names would be to randomly choose their letters one by one.
Of course, we must have some way of deciding when to stop randomly choosing letters, and so we introduce
an additional special character * that indicates the end of a name. Then, sampling repeatedly from the
uniform distribution on the set Chars := {a, b, c, . . . , y, z, *} (so that at each stage each character is selected
with probability 1

27 ), we obtain e.g. the “name” qvsaayxbqrqmyqwuznivanukotdjvdhd*.22

Such an absurd example makes clear two immediate deficiencies of this method. First of all, we should
not give all possible choices of the next character equal probability; for example, letters that appear more
frequently in actual names (i.e. those in our dataset) should appear with higher probability in our newly
generated names. And moreover, it would be better if the chosen letter depends on some context that
precedes it; for example, the letter v probably shouldn’t follow the letter q!

We will use a neural network to simultaneously address these two deficiencies in the simplest possible way.
First of all, at each step, our neural network will provide a not-necessarily-uniform probability distribution
on the set Chars from which we will sample in order to choose the next character. And moreover, our neural
network will determine this probability distribution based upon the context of the previous letter. For this
reason, it is called a bigram model ; a bigram is simply a length-2 string of characters, e.g. ax.23 When
these probability distributions are well chosen, the bigram model will produce new “names” that look much
more reasonable, such as: dontell, khylum, camatena, aeriline, najlah.24

Note that we must also introduce a special starting character, so that there is “context” for choosing the
first letter of a name. For this, there is no reason not to simply reuse the special character *.25 Altogether,
then, our dataset of names parses into a dataset of bigrams, which begins as follows: *e, em, mm, ma, a*, *o,
ol, li.

In fact, we will discuss two bigram models built from our dataset of ∼32k names: a “combinatorial” one
in §2.1, and thereafter a “trained” one (in the sense of §1.3) in §2.2. However, it will turn out that these two
models are essentially identical, as we explain in §2.2.2.

2.1. The Combinatorial Bigram Model.

2.1.0. The Model. The construction of the combinatorial bigram model is extremely simple: in order to
determine the probability distribution associated to a given context x ∈ Chars, we simply count the number
of bigrams that begin with the character x and then rescale these counts to obtain a probability distribution
(by dividing them all by their sum). The counts of all bigrams in our dataset are displayed in Figure 4.
For example, the bigram *a appears 4,410 times, which means that there are 4,410 names that start with a.
Since there are 32,033 bigrams in the dataset that begin with * (as each name contributes exactly one such
bigram), rescaling the uppermost row to a probability distribution assigns a probability of 4410

32033 = 13.77%
for the character * to be followed by the character a: this is the probability that a name generated by our
model will begin with the letter a. The probability distributions associated to a few contexts are displayed
in Figure 5.

Sampling from the model, the first name that we obtain is mor. Unpacking the process, this means that:

• sampling from the the probability distribution associated to the context * (the 0th row in Figure 5)
yielded the character m;

• then, sampling from the probability distribution associated to the context m (the 1st row in Figure 5)
yielded the character o;

21To slightly simplify our discussion, we consider names as consisting of all-lowercase letters.
22This name has 32 letters (not counting the special character *). This may seem rather long, but in fact there is a 29.89%

chance that a name so selected has 32 or more letters. (In general, the probability of such a name having at most n letters is
1
27

+ 26
27
· 1
27

+
(
26
27

)2 · 1
27

+ · · ·+
(
26
27

)n · 1
27

=
∑n
i=0

(
26
27

)i · 1
27

= 1−
(
26
27

)n+1
.)

23In particular, we may also refer to our neural network simply as a model.
24We employ a standard abuse of terminology: as a shorthand, we say that the model actually produces those results (when

in actuality only produces probability distributions that we then sample from in order to obtain those results).
25In order to avoid the possibility of a “name” having zero ordinary letters, one must simply set the probability of the

character * following itself to be 0.
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Figure 4. This table displays the counts of the 272 = 729 bigrams in our dataset. The 27
rows correspond to the 27 possible contexts. The darkness of each cell correlates with the
frequency of the corresponding bigram.

• then, sampling from the probability distribution associated to the context o (the 2nd row in Figure 5)
yielded the character r;

• finally, sampling from the probability distribution associated to the context r (the 3rd row in Figure 5)
yielded the character *.

Referring back to Figure 5, we see that the likelihood of this occurrence is 0.079 · 0.068 · 0.133 · 0.108 =
7.716 · 10−5. The next few names that arise are axx, minaymoryles, kondlaisah, and anchshizarie.
Sampling a bit further, among the “names” that we obtain are the one-letter names h, f, and r. Although
these are rather absurd as names, they are not terribly unlikely outputs of our model. For instance, again
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Figure 5. This table displays the probability distributions in the combinatorial bigram
model associated to the contexts *, m, o, and r.

referring back to Figure 5, we see that the likelihood of obtaining the name r is 0.051 · 0.108 = 5.508 · 10−3:
this name is ∼100 times more likely to occur from sampling from our model than the name mor.

We now proceed to describe our model as an MLP. For this, let us index our characters according to

the bijection Chars
ind−−→ 2726 given by * 7→ 0, a 7→ 1, b 7→ 2, c 7→ 3, etc. Then, we can associate to each

character x ∈ Chars its one-hot encoding : the standard basis vector ~eind(x) ∈ R27 (which has a 1 in the

ind(x)th coordinate and a 0 in all other coordinates).27 Moreover, let us write P for the 27-by-27 matrix
obtained by rescaling the rows of the table in Figure 4 to probability distributions (so that the table in
Figure 5 displays its 0th, 13th, 15th, and 18th rows). Then, the probability distribution on Chars associated
to each context x ∈ Chars is encoded by the vector ~eind(x)P : for each y ∈ Chars, the probability assigned to

y is its ind(y)th coordinate (~eind(x)P )ind(y), which is of course just the matrix entry Pind(x),ind(y). All of this

is to say that we can consider our combinatorial bigram model as a 1-layer linear MLP R27 → R27 whose
biases are all 0 (namely multiplication by the weight matrix P ), into which we only ever intend to input
standard basis vectors and whose outputs (when fed such inputs) land in the space ∆26 ⊂ R27 of probability

distributions on a 27-element set, which (via the inverse of the bijection Chars
ind−−→ 27) we consider as a

probability distribution on the set Chars.28,29

2.1.1. Loss. Although we are not training the combinatorial bigram model, we can nevertheless contemplate
an appropriate notion of “loss” for it. Indeed, this will serve as our loss function when we construct our
trained bigram model in §2.2.

Specifically, we would like the loss to correlate with the likelihood of the dataset of names occurring.
Writing BigramData for the list of bigrams that constitutes our dataset, this likelihood is the product∏
β∈BigramData Pind(β); here, we simply write ind for the function Chars2

ind2−−→ 272, so that Pind(β) denotes

the entry of the matrix P corresponding to the bigram β (namely the probability of choosing the second
character of β given its first character as context). To arrive at our formula for the loss, we make the following
iterative refinements.

First of all, this likelihood will be absolutely miniscule.30 Thus, trying to compute it directly on a computer
would lead to floating-point errors. This leads us to instead contemplate its logarithm log(

∏
β∈BigramData Pind(β)) =∑

β∈BigramData log(Pind(β)): the log likelihood of the dataset. Because the logarithm function R>0
log−−→ R is

strictly increasing everywhere (recall that its derivative at any point t ∈ R>0 is d log(t)
dt = 1

t (which is always
positive)), maximizing the likelihood is equivalent to maximizing the log likelihood. And crucially, this sum
of logarithms will not lose any accuracy even if it is very negative.

26possibly recall here (from intro notation stuff) that this is arange, i.e. n := {0, 1, 2, . . . , n− 1}.
27The function ind already converts characters into numerical values, and so one could feed its values directly into a neural

network. However, the values of ind are not really appropriate as inputs to a neural network, since they retain the vestigial

information of the ordering of our alphabet. By contrast, one-hot encoding is independent of this ordering up to a change of
basis (in fact up to a permutation matrix), so that this ordering does not bear in any way upon the expressive power of our
neural network.

28it’s kinda asymmetrical to connect with actual characters only at the input and not at the output. change this, or one

way or the other? or if not, say so more clearly and maybe give a justification for why.

29possibly describe this factorization of Chars
~eind(−)−−−−−→ R27 P−→ R27 through ∆26 diagrammatically. (but later, beware that

softmax R27 σ−→ ∆26 is not a retraction.)
30Most of the values of Pind(β) are around 0.1 or lower (recall Figure 5), and BigramData has 228,146 entries.
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On the other hand, note that a higher likelihood should correspond to a lower value of loss, since our aim
will be to decrease the value of our loss function. This leads us to instead consider the negative log likelihood
−
∑
β∈BigramData log(Pind(β)).

Finally, it will be convenient for our loss to be scale-invariant, so that we can make meaningful comparisons
amongst the overall loss and the losses associated to individual names or more generally to lists of names
(as e.g. in §3.6). This consideration leads us to our ultimate choice for our loss, namely the average
negative log likelihood ` := −1

|BigramData|
∑
β∈BigramData log(Pind(β)). More generally, for any list of bigrams

B (e.g. those corresponding to a name or a list of names), we can define the corresponding loss as `B :=
−1
|B|
∑
β∈B log(Pind(β)).

31 For example, the loss associated to the name emma is −15 · (log(P*e) + log(Pem) +

log(Pmm) + log(Pma) + log(Pa*)) = −1
5 · (log(0.0478) + log(0.0377) + log(0.0253) + log(0.3899) + log(0.1960)) =

2.5135.32 By contrast, the loss associated to the name andrej is 3.0391: this name is less likely to result
from sampling the model (even though it, too, appears in our dataset).

As it turns out, the loss for the entire dataset of 228,146 bigrams is 2.4541. This number will be relevant
for us shortly.

2.1.2. Model Smoothing. Recall that the logarithm of 0 is undefined.33 On the other hand, the logarithms
log(Pind(β)) appearing in our loss formula are well-defined, because if β ∈ BigramData then the bigram β
appears a positive number of times in our dataset (and so Pind(β) > 0).

Nevertheless, it will be convenient for us to have a well-defined loss for any possible name, even one
that may not have appeared in the training dataset (as e.g. in §3.6). In the present context, this can be
implemented by augmenting the entries in the table of Figure 4 with “fake counts”. Even just adding 1
to each entry will make it so that all entries of the resulting matrix of probabilities are positive, so that
e.g. the loss associated with the “name” andrejq will be 3.4834: this name remains quite unlikely (and in
particular it has greater loss than andrej), but it is no longer literally impossible (whereas Pjq = 0). On the
other hand, we if add say 1,000,000 to each of those entries, then all of the entries of the resulting matrix of
probabilities will be very close to 1

27 , which would essentially bring us back to the “uniformly random” model
discussed briefly in §2.0 (and in particular the probability distribution would essentially no longer depend
on the context). In any case, this procedure is known as model smoothing , and we defer a more in-depth
discussion of it to [ref forward (maybe to somewhere in §4? probably something about “regularization”. or
actually, it seems like this is just a general theme.)].

2.2. The Trained Bigram Model.

2.2.0. The Model. The architecture of the trained bigram model will be nearly identical to that of the
combinatorial bigram model: given the context of a character x ∈ Chars, we will extract a probability
distribution on Chars from the product ~eind(x)W of its one-hot encoding with some 27-by-27 matrix W , which

will of course just be the ind(x)th row of W . However, this vector will not generally define a probability
distribution in and of itself: its entries need not be nonnegative, nor must they sum to 1.

In order to extract a probability distribution from the vector ~eind(x)W , we apply the softmax function

to it.34 For any dimension d, this is the function Rd σ−→ ∆d−1 ⊂ Rd given by the formula (ti)i 7→
(

eti∑
j e
tj

)
i

:

that is, it exponentiates all entries and then rescales the resulting vector of positive numbers down to a
probability distribution.35 So, the model assigns the probability distribution σ(~eind(x)W ) ∈ ∆26 to the

31We can also express this as `B := −1
|B|
∑
β∈B log(Pind(β)) = − log

(
|B|
√∏

β∈B Pind(β)

)
: the arithmetic mean (i.e. average)

of logs is the log of the geometric mean.
32It is worth remarking that even if we were to define our combinatorial bigram model only using the name emma, the loss

associated to that name would be nonzero, i.e. it would appear with probability strictly less than 1. This is because given the
context m, that model would return each of the characters m and a with probability 1

2
. Indeed, the probability of obtaining the

sequence of bigrams *e, em, mm, ma, a* in this setting would be 1 · 1 · 1
2
· 1
2
· 1 = 1

4
.

33At best, one can say that limt→0− log(t) = −∞.
34here, mention a computer-friendly implementation of it: given an input vector, first subtract the maximum value among

its coordinates before applying the usual function. this helps avoid floating-point errors, e.g. e100 is “infinity”.
35When d = 2, this can be thought of geometrically as follows. First, the operation (x, y) 7→ (ex, ey) carries the (x, y)-plane

diffeomorphically onto its first quadrant. And then, the function (u, v) 7→
(

u
u+v

, v
u+v

)
carries each point (u, v) in the first

quadrant to the unique point on the 1-simplex ∆1 given by its intersection with the line through (u, v) and the origin. (The
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context x ∈ Chars; altogether, it is defined by the composite function

Chars
~eind(•)−−−→ R27 W−→ R27 σ−→ ∆26 .36

Writing σ(W ) for the matrix obtained from W by applying σ to its rows (which choice we do not include
in the notation), we have the equivalent expression ~eind(x)σ(W ) for the probability distribution σ(~eind(x)W ).

Observe that the matrix σ(W ) will play the role for the trained bigram model that the matrix P plays
for the combinatorial bigram model. In fact, this analogy extends further, since both of these matrices are
obtained by rescaling the rows of a prior matrix down to probability distributions: for σ(W ) this is the
matrix exp(W ) obtained by exponentiating (i.e. applying the function t 7→ et) the matrix W termwise, while
for P this is simply the matrix of bigram counts displayed in Figure 4. Thus, in the present context one can
also think of exp(W ) as a matrix of “bigrams counts”, although note that while its entries are necessarily
positive they will not generally be whole numbers. Hence, one can consider W as a matrix of log counts,
which as a shorthand are generally referred to as logits (pronounced “low-jits”).

2.2.1. Training. We initialize the 272 = 729 entries of the matrix W – our parameters – as random
numbers sampled from the normal distribution N (0, 1) with mean 0 and variance 1. And then, we will

tune these parameters via gradient descent with respect to the loss function R729 `−→ R given by ` :=
−1

|BigramData|
∑
β∈BigramData log(σ(W )ind(β)) (using analogous notation to that of §2.1.1).37

We now run some initial tests to determine an appropriate learning rate.38 Randomly initializing W , our
initial loss is 3.7590. We rather arbitrarily choose a learning rate of r = 0.1; using this for 10 epochs, we
arrive at a loss of 3.7508.39 This change feels rather incremental, and so we boost our learning rate up to
r = 1, with which 10 more epochs brings us to a loss of 3.6723. This change still feels rather incremental,
and so we boost our learning rate up to r = 10, with which 10 more epochs brings us to a loss of 3.1768.
And this change still feels rather incremental, and so we finally boost our learning rate up to r = 50, with
which 10 more epochs brings us to a loss of 2.6667. This feels more reasonable, so we stick with the learning
rate of r = 50.

We reinitialize W and train our neural network for 100 epochs using learning rate r = 50. This brings
our loss down to 2.4729, in a way that appears to be converging: the last 10 epochs only bring down the loss
from 2.4751, for a difference of 2.4751 − 2.4729 = 0.0022 (whereas we saw previously that 10 epochs with
r = 50 induced a decrease in loss of 3.1768− 2.6667 = 0.5101). Indeed, training for 100 more epochs brings
our loss down to 2.4624, for a difference of 2.4729− 2.4624 = 0.0105.

2.2.2. Comparison of Bigram Models. The loss of 2.4541 for the combinatorial bigram model is essentially
identical to the loss of 2.4624 for the trained bigram model. This reflects the fact, which we have already
indicated in §2.0, that these two models are essentially identical. More specifically, as we explain presently,
the matrices P and σ(W ) are essentially identical.40

To understand why this should be the case, it is helpful to first consider a simple thought experiment.
Suppose that we are studying a weighted die, whose behavior is described by some unknown probability
distribution ~p := (p1, . . . , p6) ∈ ∆5; here, pi denotes the probability of rolling the number i, so that e.g. the
likelihood of obtaining the sequence 2, 3, 3, 5 is p2 · p3 · p3 · p5. Now, suppose we roll the die N times and

level set for any interior point (p, q) ∈ ∆1 (i.e. one with p, q > 0) is the line y + log(p) = x+ log(q).) Of course, this geometric

description persists (mutatis mutandis) in all dimensions.
36Note that this is not quite an MLP, because in an MLP each neuron must have its own activation function (whereas by

contrast the softmax function Rd σ−→ Rd does not operate separately in each coordinate (except in the trivial case that d = 1)).
[but Andrej (and others?) seem to refer to it as an MLP anyways – probably because it’s so close to being one, in contrast with

other architectures to be discussed down the road.]
37Note the freedom that the softmax function Rd σ−→ ∆d−1 affords us: in effect, it reduces us from a constrained optimization

problem (of trying to optimize certain probability distributions, i.e. points in ∆d−1 ⊂ Rd) to an unconstrained optimization

problem (of trying to optimize vectors in Rd that determine those probability distributions via σ).
38again ref forward for more systematic discussion.
39Actually, this is the loss after 9 epochs, not 10. (The loss is only computed in the forward pass, which occurs before the

update.) For simplicity, here and henceforth we elide this minor distinction.
40maybe mention some samples from here. from the combinatorial model with +1 fake counts, he got: mor, axx, mi-

naynnnyles, koneraisah, andhumizarie. from this one, he gets: mor, axx, minaymoryles, kondlaisah, anchthizarie. why the
heck are these consistently converging back together after diverging??!?
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obtain ni instances of each number i. Each probability distribution determines a corresponding likelihood
of these particular observations; this assignment assembles into a likelihood function

∆5 −→ [0, 1] given by ~p 7−→
∏
i

pnii ,

which assigns to each probability distribution ~p ∈ ∆5 the likelihood of the observed sequence of rolls. And
among all possible probability distributions ~p ∈ ∆5, the unique one that maximizes this function – that is,
the optimal guess at the unknown probability distribution given the observed sequence of rolls – is obtained
by setting pi = ni

N .41 This probability distribution is called the maximum likelihood estimator for the
given observations.

Now, in our trained bigram model, each context x ∈ Chars determines its own probability distribution
~eind(x)σ(W ), which upon sampling is effectively intended to produce the sublist BigramDatax ⊂ BigramData
consisting of those bigrams that begin with it. Indeed, it is not hard to see that in order for the loss to
be minimized, each such probability distribution ~eind(x)σ(W ) must be a maximum likelihood estimator for

BigramDatax .42

On the other hand, the loss function R729 `−→ R itself does not have a unique minimum: considering
its domain as R729 ∼= (R27)27, its value is unchanged by adding a constant vector (c, . . . , c) ∈ R27 in any

individual factor (because this does not change the value of the softmax (since ec+ti∑
j e
c+tj

= ec·eti
ec·
∑
j e
tj

= eti∑
j e
tj

)

and so it does not change the resulting probability distribution ~eiσ(W )). Rather, the loss function admits
a factorization

(R27)27 R

(∆26)27

`

σ 27 ˜̀

(through the function σ27 that applies the softmax function R27 σ−→ ∆26 separately in each variable), and this

factorization ˜̀ has a unique minimum which in the ind(x)th coordinate is the maximum likelihood estimator
for BigramDatax – namely, the vector ~eind(x)P . So, if W ∈ R729 minimizes the loss, then it must be the case

that σ(W ) = P .43

2.2.3. Regularization. Recall the discussion of model smoothing for the combinatorial bigram model in §2.1.2:
we added some fixed number of “fake counts” for each bigram, with more fake counts leading to the resulting
probability distributions being closer to uniform.

The trained bigram model admits an analog: given some context, it associates a uniform distribution on
Chars exactly when all of the entries in the corresponding row of W are equal (since it is precisely the vectors
(c, c, . . . , c) that yield the uniform distribution under the softmax function). In particular, if we add to our
loss a term like 1

729

∑
i,j |Wi,j |2 (the average of the squares of the entries of W ), then gradient descent will

simultaneously attempt to increase the likelihood of BigramData and to keep the entries of W small. (Of
course, it will generally be the case that these two goals are in tension with one another.)

This procedure is called regularization , and such a summand is called a regularization loss term. As we
will discuss further in [forward ref], regularization is an important procedure for preventing both overfitting
and underfitting.44 Of course, the regularization loss can be scaled up and down, leading to hyperparameters
that we will discuss further in [ref].

41This assertion may be so intuitively clear that it might in fact seem to be tautological. However, it is not tautological
(and it can be proved using the method of Lagrange multipliers).

42Note that these probability distributions do not all contribute equally to the loss: those corresponding to characters that
appear more frequently contribute more heavily. Nevertheless, they all contribute independently to the loss: it decomposes as

the iterated sum ` = −1
|BigramData|

∑
x∈Chars

∑
β∈BigramDatax

log(Pind(β)). Hence, the proof of this claim is essentially identical to

that regarding the weighted die.
43With additional work, one can additionally verify that the only local minimum of ˜̀ is its global minimum, which implies

that our gradient descent cannot be obstructed from approaching this minimum value by any other local minima (i.e. “mountain

lakes”).
44really, it can prevent underfitting? i think he said this, but e.g. this blog post seems to say that it only helps prevent

overfitting (in the intro paragraph). ditto with wikipedia page on regularization.

https://towardsdatascience.com/everything-you-need-to-know-about-regularization-64734f240622
https://en.wikipedia.org/wiki/Regularization_(mathematics)
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3. Fundamental Principles of Machine Learning: Embeddings, n-Gram Models,
Overfitting/Underfitting, Stochastic Gradient Descent, and Hyperparameter Tuning

3.0. Overview. Remaining within the realm of name generation, in this section we introduce embeddings
in §3.1 as a means of improving our bigram models to n-gram models for n > 2.45 We then set up such a
quadgram (i.e. 4-gram) model in §3.2 and use it to illustrate a number of fundamental principles of machine
learning: overfitting (§3.3), stochastic gradient descent (§3.4), learning rate tuning (§3.5), test loss (§3.6),
and more hyperparameter tuning (§3.7). We conclude in §3.8 by indicating some “names” that result from
our tuned quadgram model and issuing a challenge for the interested reader.

3.1. Embeddings. Suppose that we wish to improve our bigram model to an n-gram model: one that
takes into account the previous n− 1 characters as context when determining the probability distribution of
the next character. If we were to directly mimic the architecture of the bigram model from §2, this would
involve a 27n−1-by-27 matrix of weights (with rows corresponding to contexts and columns corresponding to
possible next characters) for a total of 27n parameters.46 This number grows incredibly quickly with n (e.g.
275 > 107), and so this approach is fundamentally unscalable.

Recall that the bigram model associates to each context x ∈ Chars its one-hot encoding: the standard
basis vector ~eind(x) ∈ R27 (which becomes the input to the model). Likewise, the above proposal amounts

to a one-hot encoding, associating to each context x1x2 · · ·xn−1 ∈ Charsn−1 a standard basis vector in

R27n−1

. One way of addressing the above unscalability, then, would be to let go of our particular attachment
to standard basis vectors: instead, we could associate to each such context an arbitrary vector in some
(possibly lower-dimensional) vector space Rm, whose coordinates could then be included as parameters as
the model (and hence learned during the training process).47 However, as n increases, the number of contexts
grows exponentially, and so the typical number of datapoints associated to any given context decreases
exponentially. This poses a serious problem: if we only have a few datapoints associated to a given context
x1x2 · · ·xn−1, then our model will not be able to learn much from the training data about what should follow
it.

Instead, as first proposed in [Bengio+03], we will associate to each individual character x ∈ Chars a learned
vector Cx ∈ Rm, which enables us to associate to each context x1x2 · · ·xn−1 ∈ Charsn−1 a corresponding
vector (Cx1

, Cx2
, . . . , Cxn−1

) ∈ (Rm)n−1 ∼= Rm(n−1) obtained by concatenating these learned vectors. These

learned vectors Cx are called embedding vectors, and the function Chars
C−→ Rm is called an embed-

ding .48,49,50 Crucially, the number of parameters needed to specify the embedding only depends on m, and
in particular it is independent of the length n− 1 of the context: the possible embeddings assemble into the

45If n > m, then an n-gram model necessarily has at least as much expressive power as an m-gram model: if nothing else,

the n-gram model can assign a probability distribution to each context that only depends on its last m− 1 characters. In this

case, one may say that the n-gram model factors through an m-gram model, in the sense that it admits a factorization

Charsn−1 ∆26

Charsm−1

pr

in which the functions to ∆26 are the models and the vertical function is given by projection onto the last m − 1 characters.

Said differently, any m-gram model trivially defines an n-gram model via precomposition with Charsn−1 pr−→ Charsm−1.
46Actually, there are not quite 27n−1 possible contexts, since a valid context cannot contain any instances of the special

character * that follow ordinary letters (so e.g. a*b is not a valid context). But 27n−1 is certainly the dominant term in the
precise expression for the number of valid contexts.

47Equivalently, this proposal amounts to using one-hot encoding but prepending a linear layer R27n−1 → Rm to the model.

So, it would involve (n− 1) ·m+m · 27 = m · (27 +m− 1) parameters, which is now only linear (instead of exponential) in n.
48One may also refer to the dimensions of Rm as features, and to the vectors Cx as feature vectors. (Optimistically, one

may imagine that e.g. in the case of an embedding of words (instead of characters), the different axes might measure different

features of the words (e.g. parts of speech, positive/negative valence, etc.), although of course in practice this need not be the

case.)

49Analogously to Footnote 47, this proposal amounts to applying the composite Chars
~eind(•)−−−−→ R27 C−→ Rm of one-hot

encoding followed by a linear function separately to each character of a context x1x2 · · ·xn−1 and then concatenating the
results.

50here, i’m already just writing Chars
C−→ Rm for the function, instead of putting in ~eind(−). keep that? in any case, keep

things consistent...
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vector space (Rm)Chars ∼= (Rm)27 ∼= R27m (which will be one factor in the vector space of possible parameter
values).

A powerful emergent property of this framework is that it enables the model to learn similarities between
individual characters. For instance, in the present situation, the model may learn through training that
vowels can play similar roles in names, so that e.g. if a context can be followed by one vowel then it
can likely be followed by other vowels too; for example, the trigram ell begins the names ella, ellen,
and elliot. And indeed, in our explorations we will generate an embedding that treats vowels somewhat
interchangeably (see Figure 8). Similarly, the paper [Bengio+03] – which embeds a “vocabulary” of ∼17k
words (instead of 27 characters) into Rm (and takes m to be 30, 60, and 100) – gives the example that
the appearance of the sentence The cat is walking in the bedroom in the training data may make more
likely the sentence A dog was running in a room as a possible output of the model, due to the semantic
and syntactic similarities between their respective words. This ability of the model to generate sensible but
genuinely new (a.k.a. “out of sample”) outputs, called generalization , is highly desirable. In particular,
note the dramatic improvement in expressive power over one-hot encoding, which associates orthonormal
input vectors to any pair of distinct contexts.

3.2. The Quadgram Model. Let us first describe the general n-gram model: based on a context of length
k := n−1 (called the block size), it will provide a probability distribution from which we will sample in order
to determine the next character in the newly generated name. Its architecture is described by the composite
function

Charsk
(~eind(−))

k

−−−−−−→ (R27)k
Ck−−→ (Rm)k ∼= Rmk tanh((−)W1+~b1)−−−−−−−−−−−→ Rh (−)W2+~b2−−−−−−−→ R27 σ−→ ∆26 ,

where we write (−)k to indicate the application of a function separately in each of the k factors (recall

Footnote 49).51 In other words, given a k-gram x1x2 · · ·xk ∈ Charsk, this function returns the probability

distribution σ(tanh((Cx1 , Cx2 , . . . , Cxk)W1 + ~b1)W2 + ~b2) ∈ ∆26, where we write Cx := ~eind(x)C for the

ind(x)th row of C – the embedding vector corresponding to x ∈ Chars. The matrices C, W1, ~b1, W2, and ~b2
respectively contribute 27m, mkh, h, 27h, and 27 parameters to the neural network.52,53

We will train and play with a quadgram model. More specifically, we will take our block size to be
k = 3 (so that n = 4), and for now (until § 3.7) we will fix our embedding dimension to be m = 2
and the number of neurons in the hidden tanh layer to be h = 100. Thus, our neural network will have
27 · 2 + 2 · 3 · 100 + 100 + 27 · 100 + 27 = 3481 parameters.

We initialize all 3,481 parameters as random numbers sampled from the normal distribution N (0, 1). We
will train our neural network on the same dataset of ∼32k names as before. Of course, now we will parse these
names not into bigrams but into quadgrams, so that e.g. the name emma contributes the quadgrams ***e,
**em, *emm, emma, and mma* (which in turn yield the input/output pairs (***, e), (**e, m), etc.). Specifically,
our dataset parses into a list QuadgramData of 228,146 quadgrams.54 Analogously to when we trained our
bigram model in §2.2.1, we will take the average negative log likelihood of the model over QuadgramData as

our loss function R3481 `−→ R.55

3.3. Overfitting. For illustrative purposes, we actually first train our model not on the entire dataset of
228,146 quadgrams, but rather on just the 32 quadgrams associated to the first five names in the dataset:
emma, olivia, ava, isabella, and sophia. That is, we perform gradient descent with respect to a much
simpler loss function R3481 → R, which assigns to each choice of 3,481 parameter values the resulting average
negative log likelihood of these 32 quadgrams.

51or say this once and for all in Notation/Conventions above
52More generally, with a “vocabulary” of size v (no longer necessarily 27), this architecture has vm+mkh+ h+ vh+ v =

v · (m+ h+ 1) +mkh parameters.
53possibly here, for future reference introduce the notation h(x1x2 · · ·xk) := tanh((Cx1 , Cx2 , . . . , Cxk )W1 +~b1) ∈ Rh for the

hidden layer and l(x1x2 · · ·xk) := σ(h(x1x2 · · ·xk)W2 +~b2) ∈ R27 for the logits (which are both functions of the context).
54There are exactly as many quadgrams as there were bigrams; indeed, each name contributes one n-gram for each of its

characters (including the terminating character *), regardless of the value of n.
55possibly here but actually probably in the previous section, add a (foot?)note about cross-entropy. see appendix for notes

on it. (e.g. it comes with similar speedups analogous to d
dt

tanh(t), and it also implements the same fix to avoid floating-point

errors as does the built-in softmax function.)
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For now, we fix our learning rate to be r = 0.1. After 10 epochs, our loss drops from 17.7697 down to
4.4147. Training for 100 more epochs brings our loss down to 0.3244, and training for 100 more epochs after
that brings our loss down to 0.2774. Training for 1,000 more epochs brings our loss to 0.2552.

This loss is dramatically lower than that of our bigram model (which was around 2.5). However, this is
explained by the fact that we are overfitting our data: with so many parameters, our model can almost
perfectly learn such a small dataset (akin to how a sufficiently high-degree polynomial can be made to have
its graph pass exactly through almost any finite set of points in the plane).56 In this situation, one may say
that the model is “memorizing” the dataset. So, we should not consider this as necessarily desirable in and
of itself: our model will likely not generalize very well. We will address this issue more systematically in
§3.6.

We return to the full dataset QuadgramData of 228,146 quadgrams and reinitialize our parameters. Now,
our loss begins at 19.5052; after 10 epochs it decreases to 11.0519, and after 10 more epochs it decreases to
8.5218. This loss value is again decreasing – our model is learning – but much more gradually than it did
just above, since now it is much harder to fit the parameters to the dataset (which is now so much more
diverse).

3.4. Stochastic Gradient Descent. Whereas training the model on just 32 bigrams was essentially in-
stantaneous, training the model on the full dataset is substantially slower – taking a few seconds for each
round of 10 epochs.57 Obviously, this issue only intensifies with a larger dataset and/or a larger neural
network.

In order to address it, we can use a subset of QuadgramData to approximate the entire dataset. Of course,
this comes with a tradeoff: a larger subset will more accurately approximate the entire dataset, but each
epoch will take more time and computational power to run. Said differently, we can run more epochs at the
expense of sampling fewer datapoints in each one (which comes with concomitant disadvantages). However,
it turns out that this tradeoff is well worth it, at least to a point: so long as it is randomly chosen, a
surprisingly small subset of the dataset can nevertheless often provide a reasonably representative sample.

Altogether, this leads us to the training method of stochastic gradient descent . In stochastic gradient
descent, we begin each epoch by randomly selecting (with replacement) a small subset of QuadgramData,
which is called a batch .58,59,60 Then, in that epoch we perform gradient descent – that is, the forward pass,
the backward pass, and the update step – merely with respect to the loss function corresponding to the
batch. We can now put a finer point on the above tradeoff: the size b of the batch will generally affect the
quality of the gradient vector that we use in our update step, i.e. the extent to which it approximates the
gradient vector of the true loss function.

We fix our batch size to be b = 32, although of course this is a hyperparameter that can be tuned.
The process of randomly selecting a batch is essentially instantaneous, and as a result it is essentially
instantaneous for us to perform many thousands of epochs of stochastic gradient descent.

Of course, we are ultimately trying to reduce the value of the true loss function, and so in stochastic
gradient descent it is essential to compute this (at least periodically) in addition to our batch loss values
(which are computed as the forward passes). In our experimentation, we repeatedly run 1,000 epochs of
stochastic gradient descent and then compute the true loss; the resulting values are recorded in Figure 6.
Observe that the batch loss may be either lower or higher than the true loss, and that the difference between

56However, it is not possible to achieve a loss of zero, due to the fact that the trigram *** is followed by all five characters

e, o, a, i, and s in the dataset (analogously to Footnote 32).
57This is because the complexity of a loss function – and in particular the size of its computational graph – grows with the

number of datapoints used to define it (recall Footnote 17).
58The term “stochastic” refers to the randomness that we are injecting into the process.
59A batch is also sometimes referred to as a minibatch, although the meanings of these terms are somewhat fluid. Here, we

take the latter term to refer to smaller subsets of a batch. Decomposing a batch into minibatches can be useful for processing
very large batches: in order to avoid using too much memory at once, one can then perform the forward and backward passes

on each minibatch separately, aggregating their resulting contributions to the gradient vector before proceeding to the update

step.
60Note that it is not entirely standard to continue to use the term “epoch” in the context of stochastic gradient descent.

Whereas we are sampling with replacement, one could alternatively sample without replacement, i.e. decompose the entire
dataset into batches and then process each batch; and in this case, a single pass through the entire dataset might be referred

to as a single epoch.
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batch loss true loss

2.7011 2.7744
2.8076 2.5981
2.4725 2.5713
2.5761 2.5370
2.1793 2.6405
2.6405 2.5857

Figure 6. This table records the batch loss and true loss values computed during the
process of stochastic gradient descent. The passage from each row to the next represents
1,000 epochs.

these two values can be fairly large. Of course, one should generally expect the difference between them the
be smaller if the batch size is larger.

3.5. Learning Rate Tuning. The loss values displayed in Figure 6 suggest that with the current hyper-
parameters, our method of stochastic gradient descent may be bottoming out: it probably won’t be able to
get the true loss below 2.5. However, we should not be satisfied with these loss values, since they are worse
than that of our bigram model.61 Thus, we should expect that some hyperparameter tuning is in order. To
that end, we presently discuss the process of tuning the learning rate.

Roughly speaking, we would like for the learning rate to be as large as possible, subject to the constraint
that the loss is generally decreasing when we use it for stochastic gradient descent.62 So, we will perform
stochastic gradient descent with respect to a range of learning rates. Of course, in order to do this we
must decide what range of learning rates to try, and so the first step is to seek lower and upper bounds on
reasonable learning rates.

To find a lower bound, we first try r = 0.0001 = 10−4. After 100 epochs, the (batch) loss decreases from
21.4716 to 20.2003. This feels too slow, so we instead try r = 0.001 = 10−3. Now, 100 more epochs brings
our (batch) loss down to 16.2544. This is still rather slow, but not nearly so much as before. So we take
r = 10−3 as our lower bound.

To find an upper bound, we try r = 1. Now, over the course of 100 epochs, the loss drops from 20.4092
down to as low as 4.8548, but thereafter it continues to jump up and down and in particular reaches back up
as high as 9.1018. These dramatic fluctuations indicate that this learning rate is too high: we are stepping
too far in the direction of the gradient vector, beyond the range where the loss function is well-approximated
by its linear approximation (recall Footnote 19). Just to get an even starker illustration of this phenomenon,
we also try r = 10. Now, the loss begins at 21.3501, and over the course of 100 epochs jumps to as high as
152.7129. So this value of r is way too big.

So, we expect that the “optimal” learning rate lies somewhere between 0.001 = 10−3 and 1 = 100.
In order to find it, we will approach it from below, starting with r = 10−3 and slowly increasing r with
each epoch until our loss is no longer generally decreasing.63 Specifically, since the learning rate functions
as a multiplicative (rather than additive) hyperparameter, we construct a sequence {ei}1≤i≤1000 of 1,000
evenly-spaced exponents starting with e1 = −3 and e1000 = 0, and in the ith epoch we use learning rate
ri := 10ei . The resulting batch losses are depicted in Figure 7. Altogether, we find that a learning rate of
r = 10−1.0 = 0.1 is in fact quite reasonable: it is lower by a safe margin than the regime in which the loss
begins to behave erratically.

61If n > m, then an n-gram model that factors through an m-gram model (in the sense of Footnote 45) also inherits its

average negative log likelihood, which implies that the loss of a trained n-gram model should be no greater than that of a
trained m-gram model.

62In particular, the optimal value for the learning rate r may well depend on the batch size b.
63Observe that this is substantially more efficient than performing an entire round of training for many different values of

r. Of course, it is necessary to approach the “optimal” value of r from below rather than from above.
64Because the loss drops so quickly, it can also be helpful to graph not the loss but rather its logarithm.
65The fact that both of these graphs are “fuzzy” – i.e. that they repeatedly jump above and below the smooth curves that

they seem to be approximating – can be explained by the fact that we are performing stochastic gradient descent, so that in
our update steps we are using relatively low-quality gradient vectors. (Of course, this phenomenon could still occur in ordinary

(i.e. non-stochastic) gradient descent, if the learning rates are too large.)
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Figure 7. On the left is graphed the loss against the learning rate. Since the learning rate
ri increases multiplicatively (namely by a factor of 103/1000 from each epoch to the next),
most of its datapoints are clustered towards the left side. So, for a more uniform illustration
(in which the datapoints are evenly horizontally spaced), on the right is graphed the loss
against the learning rate exponent ei.

64,65

Having convinced ourselves that r = 0.1 does in fact constitute a “reasonably optimal” learning rate, we
reinitialize our parameters to train the model from scratch using it. Running 10,000 epochs at a time and
then computing our true (not batch) loss, we obtain losses of 2.4896, 2.4666, 2.4036, and 2.3963. So, we
have successfully bested the loss value of our bigram model! In particular, it seems that we were simply not
patient enough when considering the loss values displayed in Figure 6 (which were likewise obtained with
r = 0.1, but only running 1,000 epochs of training at a time).

Note that the differences in our losses arising from each of these rounds of 10k epochs of training are quite
small. Thus, we may expect that we are getting close to the minimum value of the loss. As such, it is now
appropriate to implement learning rate decay ; otherwise, we may be “stepping past” the minimum with
each epoch.66 Specifically, we scale our learning rate down by a factor of 10 to r = 0.01. Now, 10k more
epochs of training bring our learning rate to 2.3113, and 10k more epochs beyond that bring our learning
rate to 2.3079.

3.6. Test Loss. Now that we have bested the loss value of our bigram model, we may be tempted to conclude
that our new quadgram model is “better”. However, this conclusion is not truly justified: with so many more
parameters (3,481 instead of 729), we should worry about the possibility that we are overfitting the data.
This issue inspires us to refine our process: rather than training our model on all of the data, we instead
only train it on some fraction of the data, and then later test whether we are overfitting by evaluating its
loss on some other datapoints that it has not yet seen.

In fact, we separate the data into three different “splits”: the training split, the development split (or dev
split for short),67 and the test split. Following standard practice, we take these to respectively constitute
80%, 10%, and 10% of the entire dataset (after randomly shuffling it); the training split is used for training,
the dev split is used for hyperparameter tuning, and the test split is used for final evaluation and reporting
(e.g. in a research paper). Note that we should compute the test loss (i.e. the loss value with respect to the
test split) very sparingly, since otherwise we may begin to overfit our model on the test split (which would
then invalidate its usage for final evaluation of the model).

To illustrate the usage of these splits, we reinitialize our neural network and train it on the training split
via stochastic gradient descent: first for 60k epochs at a learning rate of r = 0.1, and then for 10k epochs

66This is despite the fact that as we converge towards a (local or global) minimum of a function, the magnitude of its gradient
vectors approaches zero. One way to detect this “stepping past” behavior would be to compute the variation in direction of the

various gradient vectors (as measured e.g. by the angles between them), at least using a sufficiently large batch size in order to

improve their quality.
67The dev split is also sometimes called the validation split.
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at a decayed learning rate of r = 0.01. Thereafter, we compute that the training loss (not batch loss) is
2.3313, whereas our dev loss is 2.3318. The fact that these numbers are very close suggests that we are not
overfitting the training set.

3.7. More Hyperparameter Tuning. In fact, the close similarity of the training loss and dev loss that
we have just computed suggests that we are actually underfitting : we should expect there to be some
amount of memorization of the training split, which would then be reflected by the training loss being a fair
bit lower than the dev loss. Altogether, this suggests that our neural network may be too small – that it
may benefit from having more parameters. In particular, we may choose to increase the number of hidden
neurons and/or the embedding dimension, which are currently set at h = 100 and m = 2 respectively.68

We begin by growing h from 100 to 300. Now, our model has 10,281 parameters. Running 60k epochs at
r = 0.1, 30k epochs at r = 0.05, and then 60k epochs at r = 0.01, we obtain a training loss of 2.2382 and a
dev loss of 2.2464.69 So once again, the dev loss is slightly higher than the training loss, as expected. The
difference is now 0.0082, as opposed to the mere difference of 0.0005 obtained above, so adding more neurons
to the hidden layer does seem to be helping us not underfit; but the difference is relatively slight.

Before growing our embedding dimension m from 2, we pause to graph our embedding (while it can still
be readily visualized); see Figure 8.

Figure 8. This graph depicts our 2-dimensional embedding. Note the clustering of the
vowels, which indicates that the model treats them somewhat interchangeably. By contrast,
the characters q and * (and to a lesser extent g) are rather isolated: appropriately, the
model treats each of them as playing a rather unique role in name generation.

We now grow r from 2 to 10, and dial h down from 300 to 200. Now, our model has 11,897 parameters –
roughly the same number as above.70 We now rather arbitrarily implement stochastic gradient descent and
learning rate decay: after 50k epochs with r = 0.1 we obtain a training loss of 2.3617 and dev loss of 2.3845;
after 50k more epochs with r = 0.01 we obtain a training loss of 2.1742 and dev loss of 2.2003; and after 50k
more epochs with r = 0.01 we obtain a training loss of 2.1674 and dev loss of 2.1939. In particular, note

68Analogously to Footnote 45, adding more hidden neurons or more embedding dimensions can only improve the ultimate
performance of the model: if nothing else, these additional flexibilities can remain unused.

69andrej suggests here that with more parameters we should expect it to take more epochs to achieve the same level of loss.
but why? do we now expect the gradient vector to be smaller? (we’ve kept the (initial) learning rate unchanged, after all.)

70To a first approximation, with all else equal the amount of time and computational power that is needed to train a neural
network is determined by its total number of parameters. So, this will give us a roughly “apples to apples” comparison of

whether it is worth sacrificing hidden neurons in exchange for additional embedding dimensions.
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that we have achieved a larger gap between our training loss and dev loss, which suggests that we are now
beginning to move from the underfitting regime towards the overfitting regime.

3.8. Final Training and Challenge. Keeping all hyperparameters in place, we reinitialize our parameters
and train for 100k epochs with r = 0.1 and thereafter for 100k epochs with r = 0.01. This yields a training
loss of 2.1260 and a dev loss of 2.1701. Sampling from the model 20 times, we obtain the “names”: carmahela,
jhovi, kimrin, thil, halanna, jazhien, amerynci, aqui, nellara, chaiiv, kaleigh, ham, joce, quinton,
lilea, jamilio, jeron, jaryni, jace, and chrudeley. These are certainly more “namelike” than the
outputs of our bigram model, corresponding to the fact that we are now sampling from a more powerful
model.

This dev loss of 2.1701 is the best that Andrej71 was able to achieve when playing for about half an
hour. He challenges us to try and do better: to achieve a lower dev loss, and perhaps even to obtain faster
convergence (i.e. to lower the amount of time and computational power needed to train the model). For this,
we can modify the various hyperparameters: the number h of hidden neurons, the embedding dimension m,
the context size k := n− 1, the batch size b, the learning rate r and its decay, and the number of iterations
of gradient descent.72 Furthermore, the paper [Bengio+03] describes a number of additional ways that we
might improve our performance, which we should feel free to leverage as well.

4. Initialization Optimization, Batch Normalization, and Diagnostics

4.0. Overview. In this section, we take a closer look at the initialization and training of our neural networks,
and we and expand our toolkit for addressing some of the challenges that these tasks present.

We begin in §4.1 by explaining certain inefficiencies and undesirable features of our initialization of the
parameters of the quadgram model that we studied in §3, improving the situation by hyperparameter tuning.
However, this hyperparameter tuning is a delicate process, and as a result it does not generalize well to very
deep neural networks.

In §4.2, we introduce a new technique called batch normalization. This amounts to the interspersion of new
“batch normalization” layers in our neural network, which dramatically robustifies the above hyperparameter
tuning process and thus enables the effective training of much deeper neural networks.

We conclude in §4.3 by introducing certain numerical and visual diagnostic tools (i.e. statistics and
graphs) for evaluating our training process. We apply these to gather further evidence that interspersing
batch normalization layers allows us to effectively train a much deeper neural network than we did previously
– even without employing much care in our hyperparameter tuning.

4.1. Initialization Optimization.

4.1.0. Overview. In this subsection, we discuss the optimization of the initialization of the parameters of
neural networks. We do so in the context of the quadgram model that we arrived at in §3.

In general, the initialization of parameters is an extremely subtle problem, and poor choices thereof can
cause the neural network to be effectively unable to learn anything at all during the training process. For
instance, this would almost certainly occur if we were to attempt to train a neural network with 50 layers.
This is because the effects of poor initialization compound through the successive layers of a neural network
(as we’ll confirm using our diagnostic tools in §4.3). Indeed, it is only because our quadgram model has
so few layers that we were able to train it reasonably successfully without addressing such considerations.
Nevertheless, we will be able to illustrate these ideas using our quadgram model: the improvements in
initialization will manifest as improvements in our loss values after training.

To set the stage, we recall the setup for the neural network that we arrived at in §3. This was a quadgram
model

Chars3
(~eind(−))

3

−−−−−−→ (R27)3
C3

−−→ (R10)3 ∼= R30 tanh((−)W1+~b1)−−−−−−−−−−−→ R200 (−)W2+~b2−−−−−−−→ R27 σ−→ ∆26

with embedding dimension 10 and with 200 neurons in its hidden layer.73 Here, C denotes the matrix of
character embeddings (so that Cx := ~eind(x)C ∈ R10 is the embedding vector corresponding to the character

x ∈ Chars), while the Wi and ~bi are respectively its weight matrices and bias vectors. We initialized all

71how to phrase all of this?
72give number this a (semi)stable notation? if so, add it both above and below.
73throughout this paragraph, use the notations established? m, h, b, r.
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entries of these matrices as random numbers sampled from the normal distribution N (0, 1). We then trained
this neural network using stochastic gradient descent with batches of size 32, using a learning rate of 0.1 for
100k epochs and a decayed learning rate of 0.01 for 100k more epochs.

In §4.1.1 we discuss the issue of misplaced confidence of our neural network, which leads us to improve our

initialization of W2 and ~b2. In §4.1.2 we discuss the issue of dead neurons in our neural network, which leads

us to improve our initialization of W1 and ~b1. In those subsubsections we merely indicate the helpfulness of
shrinking those initializations; in §4.1.3, we conclude by discussing optimum values for these initializations.
For convenient comparison, we collect all of the loss values discussed in this subsection in Figure 9.74

context σW1
σ~b1 σW2

σ~b2 training loss validation loss

starting point (§3) 1 1 1 1 2.1245 2.1682
reducing misplaced confidence (§4.1.1) 1 1 0.01 0 2.0696 2.1307

avoiding dead neurons (§4.1.2) 0.2 0.01 0.01 0 2.0356 2.1027
employing Kaiming initialization (§4.1.3) 0.3043 0.01 0.01 0 2.0377 2.1070

Figure 9. This table records the various training and validation loss values that we obtain

in §4.1 by varying our initializations, as indicated: we initialize each P ∈ {W1,~b1,W2,~b2} as
P ∼ N (0, σ2

P ). These improve upon the loss values ultimately obtained in §3 (from which
all other choices regarding parameters and hyperparameters remain unchanged), which are
also recorded here for comparison.

4.1.1. Misplaced Confidence. When we first initialize our neural network, its (batch) loss is 27.8817. However,
this drops very quickly in the training process, as illustrated in Figure 10 (left). This phenomenon is due to

Figure 10. These graphs show the base-10 log of the batch loss as it evolves over the course
of 200k epochs of training.75 The graph on the left shows these values when we initialize

the entries of W2 and ~b2 as random numbers sampled from N (0, 1) (as in §3); this poor
initialization leads to our loss having a “hockey stick” shape. The graph on the right shows

these values when we initialize ~b2 as the zero vector and W2 to have entries sampled from
N (0, 0.012) (as in §4.1.1); this improved initialization allows us to skip the “shaft” of the
hockey stick and instead focus our training on extending the “blade”.

the following fact: at initialization, our neural network tends to be extremely “confidently incorrect” in its
predictions of the “correct” next character (given a trigram context). Indeed, the uniformly random model

74also say: “we will illustrate all of these with our diagnostic tools in §4.3.” assuming this is true? otherwise, say this

particularly in §4.1.3, since that stuff is definitely illustrated with the diagnostics.
75As in Footnote 65, the “fuzziness” of these graphs can be explained by the fact that we are performing stochastic gradient

descent.
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(which assigns a probability of 1
27 to each possible next character regardless of the context) would have a

loss of only − log( 1
27 ) = 3.2958.

Recall that given some trigram context as input, our model would return a uniform probability distribution
on the possible next characters if and only if the corresponding logits are all equal. Thus, to assess the
deviation of our model from a uniformly random one, we examine some of the values of its logits. And
indeed, we find that at initialization our model associates to the context *** logits that range from as low
as −23.2778 associated to the possible next character r to as high as 25.8767 associated to the possible next

character t. This discrepancy leads the model to be e25.8767

e−23.2778 = e49.1545 = 2.2260 · 1021 times more likely
to begin a name with t than with r at initialization! By contrast, one can read off from Figure 4 that
for a perfectly trained (or equivalently, combinatorial) quadgram model, the value of this ratio would be
1308
1639 = 0.7980.

Even without knowing this optimal value, however, we can nevertheless aim to reduce the model’s mis-
placed confidence at initialization by aiming to initialize it much closer to the uniformly random model. For

this, since the values of tanh lie in the interval (−1, 1), it suffices to shrink the entries of W2 and ~b2. And

indeed, for starters we can simply initialize ~b2 to be the zero vector. Then, rescaling the initial values of W2

by a factor of 0.1 (so that they are effectively sampled not from N (0, 1) but from N (0, 0.12)), we obtain an
initial loss of 4.2326.76 This is certainly much better than 27.8817, but it is still appreciably worse than the
uniformly random loss value of 3.2958. Thus, we instead rescale the initial values of W2 by a factor of 0.01
(so that they are effectively sampled from N (0, 0.012)), and this brings our initial loss down to 3.3221.

With this improved initialization, our loss over the course of training is illustrated in Figure 10 (right),
and our correspondingly improved loss values are recorded in Figure 9. In effect, our previous training began
by squashing down the values of the logits to obtain some “easy” gains from reducing misplaced confidence;
our improved loss values result from skipping that portion of the training, so that we can spend more epochs
on the “hard” part of the training.

4.1.2. Dead Neurons. We now turn our attention from the values of the logits to the values of the hidden
neurons. We refer to these values as the activations of the hidden neurons, and to the values from which
they are obtained by applying tanh as the preactivations of the hidden neurons.77 Since the activations
are values of tanh, they necessarily lie in the interval (−1, 1). As we now explain, it is important for the
activations’ absolute values to be both not too large (close to 1) and not too small (close to 0).

In Figure 11 (top-left and middle-left) are shown histograms of the preactivations and activations of the
200 hidden neurons under the current initialization with respect to the initial batch of 32 inputs (for a total
of 6400 values). Note that the activations are very strongly concentrated near ±1, corresponding to the fact
that the preactivations are fairly large (approximately distributed as N (0, 52)).

Now, recall from [ref]78 that the slope of tanh approaches 0 as its value approaches ±1 (or equivalently
as its input approaches ±∞). Crucially, this implies that if for a given neuron N and a given input ~x the
activation N(~x) is very close to ±1, then in the backward pass, gradients will effectively not flow through
the node N(~x) in the computational graph for the loss function.79 And given our chosen neuron N , if this is
true for all inputs ~x, then the parameters (i.e. weights and biases) of N will effectively not change at all in
the update step. In this case, we refer to N as a dead neuron , since it is incapable of learning.80 Obviously,
this is undesirable: we would like for our neural network to be populated by neurons that are capable of
learning!

76We could of course also initialize the entries of W2 to all be zero (so that our model would be initialized as the uniformly
random model), but this is only because these weights are associated to the output layer: as we will see in [ref forward – dead
neurons?], in general one should not initialize the weights of a neural network to be zero. or actually, why? the dead neurons

stuff (and the issue with activations being too small) isn’t about symmetry-breaking, just about scale (which is primarily a

question of the learning rate). surely symmetry is already broken by the dataset? but he does say around 24:50 that he likes to

set ~b1 to N (0, 0.012) instead of 0 so that there’s a bit of “variation and diversity” in the initialization, he finds that in practice
it can help the optimization a little bit.

77So, given a trigram context x1x2x3 ∈ Chars3, the hidden neurons’ corresponding preactivations are the coordinates of

((Cx1 , Cx2 , Cx3 )W1+~b1) ∈ R200 and their corresponding activations are the coordinates of tanh((Cx1 , Cx2 , Cx3 )W1+~b1) ∈ R200.
78graph of tanh and/or the fact that its derivative is d tanh

dt
= 1− tanh(t)2

79See Footnote 17 for a reminder on the computational graph of the loss function.
80Although mathematically a neuron can never be completely dead since the derivative of tanh never actually reaches zero,

these derivatives can literally be zeroed out in the backward pass on a computer due to floating-point errors.
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W1 ∼ N (0, 1) W1 ∼ N (0, 0.022) W1 ∼ N (0, 0.012)

~b1 ∼ N (0, 1) ~b1 ∼ N (0, 0.012) ~b1 ∼ N (0, 0.012)

Figure 11. These nine images depict the values of the preactivations and activations of
the hidden neurons with respect to various initializations; each column of three images
corresponds to a single initialization, whose relevant hyperparameters (namely the standard

deviations of the normal distributions from which the entries of W1 and ~b1 are sampled)
are indicated above it. The histograms depict the values of the preactivations (upper row)
and activations (lower row) of the hidden neurons. In the bottom row are 32-by-200 tables
depicting booleans: an entry is white if and only if the corresponding activation has absolute
value greater than 0.99.

In Figure 11 (bottom-left) is shown a table. Each of the 32 rows corresponds to an input ~x, and each of
the 200 columns corresponds to a hidden neuron N , so that each entry corresponds to an activation N(~x).
This entry is colored white if |N(~x)| > 0.99 and black otherwise. Observe that a substantial fraction of this
table’s entries are white, corresponding to the extreme values of the activations (approaching ±1) depicted
just above it. A dead neuron (which we take to mean a neuron N whose activations all satisfy |N(~x)| > 0.99)
would correspond to an entirely white column (although note that we are only displaying the activations for
a single 32-datapoint batch – far from the whole dataset of 228,146 datapoints). There are no entirely white
columns, and so none of our neurons are dead (even just with respect to the chosen batch). Nevertheless,
there is more deadness among our neurons than we would prefer.81

81here, andrej goes on a brief tangent regarding the fact that this same phenomenon can occur for other activation functions.
notes on that are here. the functions themselves are current (2024-03-03) graphed in §1.2.

• sigmoid σ(t) := 1
1+e−t

(also S-curve, but now range is (0, 1))82

same issue here: squashes (i.e. derivative is close to 0) for large inputs.

• ReLU, t 7→ max{0, t}
this too has a completely flat region, for t < 0. so, it’s easy to be dead: if all input examples in the training set have
the preactivation value at this neuron being < 0, then ReLU just zeros them out and so the neuron never learns (i.e.

its parameters never change). this can be a problem at initialization, but it can also be a problem during optimization:
e.g. if the learning rate is too high, then it can suddenly become dead even if it “shouldn’t” be. and from then on, it

has “permanent brain damage”.
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To address this, observe that shrinking the activations is tantamount to shrinking the preactivations,83

for which it suffices to shrink the values of W1 and ~b1. So, we change our initialization by rescaling ~b1 by a
factor of 0.01 and rescaling W1 by a factor of 0.1. This change leads to the preactivations and activations
illustrated in the right column of Figure 11.

Note that the corresponding table at the bottom is entirely black. This means that none of the activations
N(~x) with respect to our chosen batch satisfy |N(~x)| > 0.99. In and of itself, this is not a problem. However,
it is a problem if our activations are tiny: in this case, tanh essentially becomes the identity function (i.e.
this is its linear approximation at 0), and as a result our “nonlinearity” function is not really adding any
nonlinearity! In this situation, our layer would not really be augmenting the expressive power of our neural
network (recall Footnote 3). In order to rest assured that this does not occur, we can choose to require that
at initialization some small but nonzero fraction of our activations N(~x) satisfy |N(~x)| > 0.99.84 Thus, we
change the rescaling factor of W1 from 0.1 to 0.2. The resulting preactivations and activations are illustrated
in the middle column of Figure 11. In particular, note that the table at the bottom is no longer entirely
black – though it is much closer to being so than the table to its left.

With this improved initialization, our improved loss values resulting from 200k epochs of training are
recorded in Figure 9. As in §4.1.1, these further improvements result from the fact that due to our improved
initialization we are spending yet more of our 200k epochs on “productive” training (as opposed to e.g.
“bringing back from the dead” any neurons whose gradients are nearly vanishing (since their activations are
nearly ±1)).

4.1.3. Kaiming Initialization. In §§4.1.1 and 4.1.2, we discussed rescalings of Wi and ~bi at initialization that
improved our neural network (as measured by its loss values after 200k epochs of training). However, we
merely observed that shrinking these values improved the initialization: we did not address the question of
what rescaling factors might in fact be optimal. We now discuss such optimal rescaling factors for hidden
layers (but not output layers), which are collectively referred to as Kaiming initialization (since they
were introduced in the paper [ref He–Zhang–Ren–Sun]).85

As indicated in §4.1.0, these issues of initialization – or at least those for hidden layers discussed in §4.1.2
– are essentially issues of compounding effects through a large number of hidden layers. We can now put a
finer point on them. On the one hand, if each of our successive hidden layers tends to shrink the standard
deviations of the activations, then the activations of the later hidden layers will tend to be too small for
these layers to be meaningfully nonlinear. On the other hand, if each of our successive hidden layers tends
to grow the standard deviations of the activations, then the later hidden layers will tend to have many dead
neurons. Thus, we wish to find rescaling factors that preserve these standard deviations.

Given a hidden layer, both the dimensionality of its input and the choice of activation function contribute
to the standard deviation of its activations. We illustrate these two effects in turn. For this, we introduce

to combat this, with a NN with ReLU neurons, after doing the training, one can pass all the examples through again

and try to find which neurons never activate. [see around 22:30.]
(mention that in building our backprop engine we are of course actually defining the derivative, and we can define it

to be either 0 or 1 at 0 – it almost never happens so nbd.)

• leaky ReLU, say t 7→ max{0.1t, t}. (so derivative for t < 0 is 0.1, not 0.)
an improvement over ReLU: no flatness anywhere.

• he didn’t mention this one, but also “PReLU” = “parametric rectified linear unit” – a generalization of LReLU. see

He–Zhang–Ren–Sun here. they take t 7→ max{αt, t} for small positive α, but take α itself as a parameter! (and allow
it to vary across the various neurons.)

• maxout: max{wT1 t + b1, wT2 t + b2} [he doesn’t mention this one, so probably don’t include it here. (or at least, he

doesn’t mention it in the BatchNorm lecture, where the rest of these are shown/discussed...)]
• ELU: t when t ≥ 0, and α · (et − 1) for t < 0 (so decays towards −α as t→ −∞).

this is also frequently used, but can also suffer from this issue: it’s fairly flat on the left (just a little below zero).

83Indeed, | tanh(t)| > 0.99 if and only if |t| > tanh−1(0.99) = 2.6467.
84but again, it seems like this is primarily a question of learning rate, more than initialization?
85The paper [ref] also studies the effect of initialization on backpropagation. (If certain gradients are too small then the

corresponding neurons won’t learn, while if they are too large then the corresponding neurons’ parameters may change too
quickly.) The conclusion of this study is that properly initializing the forward pass effectively addresses this issue as an added

bonus.

https://arxiv.org/pdf/1502.01852.pdf
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the terms fan-in and fan-out86 of the hidden layer: these respectively refer to the dimensionalities of its
input and output.87

As for the fan-in (i.e. the dimensionality of the input), we perform a simple experiment which suggests
that the dot product of two random vectors in Rn whose entries are initialized from N (0, 1) is a random
variable with standard deviation

√
n.88,89 So, we should rescale the output of the hidden layer by a factor

of 1√
n

in order to account for this phenomenon, where n denotes the fan-in.

As for the choice of activation function, the essential observation is that when fed a random variable
these tend to change its standard deviation. The choice of scale factor to account for this phenomenon is
called the gain , and the Kaiming initialization associates to each of a host of standard activation functions
a corresponding optimal gain. For example, that of tanh is 5

3 ; it should be expected that this is greater than
1, since tanh compresses the entire real line down to the interval (−1, 1). Similarly, the optimal gain of the

ReLU function t 7→ max{0, t} is
√

2 = 1.4142 (which should likewise be expected to be greater than 1).90

Let us return to the particular example of our quadgram model. In §4.1.2, we ultimately chose to rescale
the weights of its hidden layer by a factor of 0.2. Since its neurons have activation function tanh and its

fan-in is 30, the Kaiming initialization prescribes a scale factor of 5/3√
30

= 0.3043. So, our somewhat arbitrarily

made choice was quite close to that of the Kaiming initialization; and in fact, it just so happens that the
former performs very slightly better after 200k epochs of training, as recorded in Figure 9. In any case, the
main salient point is that the Kaiming initialization gives us a principled method of choosing these scale
factors that does not require any experimentation to determine.91

Although the Kaiming initialization remains very commonly employed, its necessity – that is, the sen-
sitivity of the training process to the hyperparameters that it prescribes – has greatly diminished since it
was first introduced in 2015. This is due to further subsequent innovations, including residual connections
[coming up later, supposedly?], normalization layers (e.g. batch normalization (discussed in §4.2), layer nor-
malization, instance normalization, and group normalization [any of these later?]), and improved optimizers
[e.g. RMSprop and especially Adam – either of these later?].

4.2. Batch Normalization.

4.2.0. Overview. In this subsection, we introduce the technique of batch normalization , or batchnorm for
short. First proposed in [Ioffe–Szegedy], this amounts to the interspersion of batch normalization layers in
our neural network. As we will verify using our diagnostic tools in §4.3, these layers make our training
process much more robust to small changes in the (previously very delicate) scale factor hyperparameters
discussed in §4.1.

Recall from §4.1.2 that at initialization we would like for our hidden neurons’ activations – or equivalently
their preactivations – to be neither too small nor too large. The idea of batch normalization is to simply
enforce this balance “by hand”: we manually adjust the preactivations to have an explicitly specified mean
and standard deviation! On the other hand, we then take these values – the mean and standard deviation of
the adjusted preactivations – as parameters, which is to say that we tune them during the training process.

We describe the batch normalization layer in §4.2.1. As we will see, batch normalization necessitates
a divergence between the training and inference processes. In effect, working with batches of size b, our
batchnorm training will consist of training a neural network (Chars3)b → (∆26)b, from which we must then
extract a neural network Chars3 → ∆26 in order to perform inference. We discuss the batchnorm training
process in §4.2.2 and the batchnorm inference process in §4.2.3.

86what does the word “fan” mean here?
87So for instance, in our quadgram model, the hidden layer has a fan-in of 30 and a fan-out of 200.
88Specifically, we initialize a 1,000-by-10 matrix X and a 10-by-200 matrix W , both with entries sampled from N (0, 1), and

we find that the entries of the product XW have standard deviation of 3.0996 ≈ 3.1623 =
√

10.
89Beware however that the product of two normally distributed random variables is not generally normally distributed.
90i could even include a list of more of these recommended gains, perhaps as a table. they’re listed in the docs for

nn.init.kaiming normal. as for the activation functions we’ve discussed: for a linear function (or maybe just the identity) it’s

1, for sigmoid it’s 1, for tanh it’s 5/3, for ReLU it’s
√

2, for Leaky ReLU it’s
√

2
1+a2

where a denotes the negative slope.

91he doesn’t do anything about the initialization of ~b1. what does kaiming say?
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4.2.1. The Batch Normalization Layer. As the name suggests (and as indicated in §4.2.0), batch normaliza-
tion applies when training in batches. In fact, it adjusts the preactivations of each hidden neuron separately.
So, we describe the batchnorm layer by first describing its action on a list of b scalar (i.e. 1-dimensional)
values, which in §4.2.2 we will take to be the preactivations for a single hidden neuron corresponding to a
batch of b inputs.

We begin with some abstract considerations. Suppose we are given some point ~t := (ti)i := (t1, . . . , tb) ∈
Rb. Then, we can define the mean and standard deviation

µ :=
1

b

∑
i

ti and σ :=

√
1

b

∑
i

|ti − µ|2

of its coordinates.92 These definitions assemble into functions

Rb µ−→ R and Rb σ−→ R≥0 .

Observe that we have σ(~t) = 0 if and only if t1 = t2 = · · · = tb. In particular, if we assume that the
point ~t ∈ Rb does not lie on the diagonal ∆ := (1, . . . , 1) · R ⊆ Rb, then the standard deviation σ(~t) of its
coordinates is strictly positive. Hence, we can define the standard batch normalization function

Rb\∆ BN1,0−−−→ Rb given by BN1,0(~t) :=

(
ti − µ(~t)

σ(~t)

)
i

.

By construction, all values of this function have coordinates with mean 0 and standard deviation 1: for
any ~t ∈ Rb\∆, we have that

µ(BN1,0(~t)) :=
1

b

∑
i

BN1,0(~t)i :=
1

b

∑
i

ti − µ(~t)

σ(~t)
=

1

σ(~t)
·

(
1

b

∑
i

ti −
1

b

∑
i

µ(~t)

)
=

1

σ(~t)
·
(
µ(~t)− 1

b
· b · µ(~t)

)
= 0

and that

σ(BN1,0(~t)) :=

√
1

b

∑
i

|BN1,0(~t)i − µ(BN1,0(~t))|2 =

√√√√1

b

∑
i

∣∣∣∣ ti − µ(~t)

σ(~t)

∣∣∣∣2 =
1

σ(~t)
·
√

1

b

∑
i

|ti − µ(~t)|2 = 1 .

More generally, for any parameters γ, β ∈ R we can define a corresponding batch normalization function

Rb\∆ BNγ,β−−−−→ Rb given by BNγ,β(~t) := BN1,0(~t) · γ + β :=

(
ti − µ(~t)

σ(~t)
· γ + β

)
i

,

whose values all have coordinates with mean β and standard deviation |γ|. We refer to γ as the gain and
to β as the bias of the batch normalization function BNγ,β .93

Now, let us write h for the number of neurons in the hidden layer into which we will intersperse our
batchnorm layer in §4.2.2. As indicated above, this interspersion will amount to the interspersion of a batch
normalization function separately in each neuron. In particular, the ith neuron will come equipped with

its own gain and bias parameters γi, βi ∈ R; collectively, these parameters assemble into vectors ~γ, ~β ∈ Rh.
Altogether, then, our batch normalization layer amounts to the function

(Rb\∆)h
BN

~γ,~β
:=(BNγi,βi)i−−−−−−−−−−−−→ (Rb)h

given by applying the batch normalization function BNγi,βi in the ith coordinate.

92Obviously, we assume here and throughout that b > 0. (It must surely be a vacuous operation to train a neural network
on an empty batch!)

93One can slightly modify this function so that it is defined over all of Rb (and not just Rb\∆) by fixing some small parameter

ε > 0 and defining

BNεγ,β(~t) :=

 ti − µ(~t)√
σ(~t)2 + ε

· γ + β


i

.

For instance, this appears in the PyTorch implementation of batchnorm [discuss this sort of thing?], where the default value is

taken to be ε = 10−5. (Clearly, limε→0+ BNεγ,β(~t) = BNγ,β(~t) for any ~t ∈ Rb\∆.)
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4.2.2. Batch Normalization Training. Recall that our quadgram model is ultimately just a function Chars3
F−→

∆26 (depending on certain parameters). Previously, when training it on a batch of b quadgram datapoints

(~xi, y
gt
i ) ∈ Chars3 × Chars ∼= Chars4, we simply applied this same function b times – once to each trigram

input ~xi ∈ Chars3. Specifically, each of these inputs determined a probability distribution F (~xi) ∈ ∆26,
which contributed to our loss function according to the probability that it assigns to the corresponding
ground truth value ygti ∈ Chars.

By contrast, in batch normalization training, we take the entire batch {(~xi, ygti )}i as a single input of a

function (Chars3)b
FBN−−→ (∆26)b. To obtain this function, we augment our (randomly initialized) quadgram

model F by first replicating it b times94 to obtain a function (Chars3)b
F b−−→ (∆26)b and then interspersing a

batchnorm layer in its hidden layer. More precisely, the b-fold replication of our hidden layer factors as a
composite

(R30)b (R200)b

(R200)b

(tanh((−)W1+~b1))
b

((−
)W

1+~b
1 ) b

ta
nh
b

of the b-fold replications of an affine layer followed by a tanh layer, and within this factorization we intersperse
a batchnorm layer to obtain the composite

(R30)b
((−)W1+~b1)

b

−−−−−−−−→ (R200)b ∼= (Rb)200
BN

~γ,~β−−−−→ (Rb)200 ∼= (R200)b
tanhb−−−→ (R200)b

for some vectors of gain and bias parameters ~γ, ~β ∈ R200.95,96,97 We initialize these vectors as ~γ = (1, . . . , 1)

and ~β = (0, . . . , 0), so that our batchnorm layer is initialized as the standard batchnorm function Rb
BN1,0−−−→ Rb

in each of the 200 coordinates.

We then train our neural network (Chars3)b
FBN−−→ (∆26)b (including tuning the parameters γi, βi ∈ R, and

with all hyperparameters (e.g. learning rate and number of epochs) unchanged), and obtain a training loss
of 2.0668 and a validation loss 2.1048. These are not really better than the loss values obtained without
the batchnorm layer (see Figure 9); but again, we shouldn’t expect the batchnorm layer to give us much
improvement in this situation, since we only have one hidden layer and have already implemented the
Kaiming initialization (which controls the mean and standard deviation of the hidden activations).

It is worth noting that whereas previously our neural network’s output for any given input trigram was
entirely deterministic, with batchnorm its output depends not just on the given input trigram but also on
the other input trigrams in the batch. This nondeterministic behavior may seem like a bug, but in fact it
can be seen as a feature: it serves as a sort of regularization for our training process, preventing the model
from overfitting by “memorizing” the training data.98

94i.e. take the whole thing to the bth (cartesian) power
95Here, we make the notational distinction between (R200)b and (Rb)200 to emphasize the difference in how these functions

operate: whereas the affine and tanh layers operate separately on each vector arising from a single input trigram in our batch,
the batchnorm layer operates on preactivations occuring across the entire batch but separately in each of the 200 coordinates.

96Having taken care to indicate in §4.2.1 that the batch normalization function is not defined on the diagonal ∆ ⊆ Rb
(Footnote 93 notwithstanding), we presently ignore this subtlety in order to simplify our notation. Indeed, as long as b > 1,
the preactivations will almost certainly not lie on the diagonal. (We address the case that b = 1 – i.e. the inference process –

in §4.2.3.)
97Note that this interspersion renders the bias vector ~b1 ∈ R200 effectively obsolete. Specifically, adding the bias (~b1)i ∈ R

to all preactivations of the ith neuron is completely redundant: for any ~t ∈ Rb, writing ~t′ := (tj + (~b1)i)j ∈ Rb, we have

BNγ,β(~t) = BNγ,β(~t′) for any γ, β ∈ R (since tj − µ(~t) = t′j − µ(~t′) and σ(~t) = σ(~t′)). Hence, in this case we have d`

d(~b1)i
= 0,

so that these bias parameters will never change through training. So in practice, a batchnorm function should only follow a

linear layer, not an affine one. (Note too that our neural network will still be able to bias the outputs of the batchnorm layer

via the biases of the batchnorm function.)
98he says something like: “sociologially, this makes it hard for us to remove the use of batchnorm, even though we dislike

the nondeterministicness of it from an aesthetic perspective.” double-check this. “people have tried to deprecate it, and move
to other normalization techniques: linear, instance, group normalizations – we will (maybe?) cover some of them later. but

batchnorm was the first to be introduced.”
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4.2.3. Batch Normalization Inference. As we already asserted in §4.2.0, in the presence of a batchnorm layer,
the process of inference must now diverge from the process of training. Indeed, we can now no longer feed
a single input into our neural network, since for any point ~t := (t1) ∈ R1 the standard deviation σ(~t) of
its single coordinate is always zero (and correspondingly we now have an equality ∆ = R1: the diagonal
consists of the entire real line). And similarly, it is a rather degenerate operation to adjust the coordinate
t1 by subtracting the mean µ(~t) = t1!

The most obvious way to handle this issue is to calibrate the batchnorm statistics: after training, we can
simply calculate the means and standard deviations of the hidden preactivations across the entire training set
(or some sufficiently large representative subset thereof). Let us respectively denote by µi and σi the mean
and standard deviation of the preactivations of the ith hidden neuron. Then, we can define a corresponding
batch normalization inference function

R
BN

inf,µi,σi
γi,βi−−−−−−→ R given by BNinf,µi,γi

γi,βi
(t) :=

t− µi
σi

· γi + βi ,
99

where γi, βi ∈ R are the gain and bias parameters that were tuned during the training process. These
statistics assemble into vectors ~µ, ~σ ∈ Rh, and altogether we obtain a batch normalization inference
layer

Rh
BNinf,~µ,~σ

~γ,~β
:=
(
BN

inf,µi,σi
γi,βi

)
i−−−−−−−−−−−−−−−→ Rh

given by applying the batch normalization inference function BNinf,µi,σi
γi,βi

in the ith coordinate. Using this,
we can now define a quadgram model involving our batchnorm inference layer that takes in a single input
(rather than a batch of them) as the composite

Chars3
(~eind(−))

3

−−−−−−→ (R27)3
C3

−−→ (R10)3 ∼= R30 (−)W1+~b1−−−−−−−→ R200
BNinf,~µ,~σ

~γ,~β−−−−−→ R200 tanh−−−→ R200 (−)W2+~b2−−−−−−−→ R27 σ−→ ∆26 ,

where throughout the composite we use the specific parameters that were tuned during the training process.
Of course, we should compute our loss values using this modified neural network, and doing so gives us a
training loss of 2.0668 and a validation loss of 2.1049 – which values are essentially identical to those obtained
in §4.2.2.

On the other hand, it may be desirable to avoid this explicit calibration step. As an alternative, we
can instead approximate these exact statistics via exponential(ly weighted) moving averages. This
proceeds as follows. For the ith hidden neuron, we initialize values µema

i = 0 and σema
i = 1 (which are indeed

respectively the mean and standard deviation at initialization, by construction). Then, in each forward pass,
if its preactivations are given by the vector ~t ∈ Rb, we “drag” these values towards the computed values µ(~t)
and σ(~t), by resetting µema

i to equal (1−m) ·µema
i +m ·µ(~t) and resetting σema

i to equal (1−m) ·σema
i +m ·σ(~t)

for some small positive momentum value m.100,101

To illustrate the essential interchangeability of these two techniques for inference, we reinitialize our neural
network and train it for 200k epochs, computing our exponential moving averages with momentum 0.001.102

The exact and approximated statistics of the first few hidden neurons’ preactivations after this training
are recorded in Figure 12; as desired, all approximations are very close to the corresponding exact values.
And indeed, we obtain essentially identical loss values using these approximated statistics: a training loss of
2.0666 and a validation loss of 2.1051.103

99Almost certainly it will be the case that σi > 0!
100Note that the exponential moving average of a sequence a0, . . . , ak is equal to (1−m)k · a0 +m ·

∑k
j=1(1−m)k−j · aj

(which explains the terminology). In particular, aside from the initial value a0 this assigns higher weight to later values (i.e.
those aj for larger j), at least assuming that m < 1 (which is certainly reasonable). Such behavior is desirable in our situation,

since we expect these batch-level statistics µ(~t) and σ(~t) to be better and better approximations to the exact values µi and σi
(computed after training is complete) as our training proceeds.

101In particular, these values are not parameters: we do not compute their infinitesimal contribution to the loss, nor do
we modify them in the update steps of our training process. To emphasize this distinction, one may refer to these values as
buffers.

102in PyTorch, the default value is 0.1. a nice point: the larger your batch size, the more you can trust these values, so a
higher momentum is fine. but 32 is tiny. (also, obviously these two momenta could be decoupled, no need to take them to be

equal.)
103after this, andrej goes on a long digression illustrating how the various things we’ve discussed appear in the torch.nn

code for resnet50. this seems irrelevant for the present purposes; no new ideas are discussed. (and it’s also confusing: it’s about
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µi µema
i σi σema

i

−2.3355 −2.3539 2.3929 2.3689
0.6775 0.6872 2.1364 2.0998
−0.9132 −0.9000 2.2663 2.2499
1.0163 1.0159 1.9944 1.9599
1.0865 1.0894 2.1860 2.1515

Figure 12. The ith rows of these tables record the exact and approximated statistics of
the ith hidden neuron’s preactivations after 200k epochs of training.

4.3. Diagnostics.

convolutions, but we haven’t discussed those, so he just talks about linear layers instead even when displaying that code.) also,
they initialize from uniform distribution, instead of normal. also btw, in “summary” he claims we’ll eventually do RNNs, but

none so far (after 8 videos)...
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